
THE NEXT IT PARADIGM OF PROMISE

Like our two previous white papers, “Software Defined Networking—The Next IT Paradigm 

of Promise” and “Managing the Software Defined Enterprise,” the new archetype of 

software defining enterprise infrastructure components within the data center is centered 

around two core concepts:

•	 Separating the control plane from the data plane so that intelligence resides separately from 

the data plane devices, allowing for a centralized orchestrator to manage all hardware 

•	 Operating services run over commodity hardware rather than custom proprietary hardware 

that can be easily purchased, managed and replaced

It is this second concept of utilizing commoditized hardware which may have resulted in a 

slower acceptance and implementation of software defined storage than to its software defined 

networking brethren. After all, if a switch goes down, it’s just a switch. If a RAID goes beyond the 

point of degradation, it’s your valuable data, which is why enterprises have been willing to pay such 

absorbent costs on proprietary disk array devices which boast enormous levels of redundancy. In 

addition, the terminology used to describe various aspects of SDS can be confusing. For instance, 

many people may assume that a virtual storage appliance (VSA), one of the popular component 

choices of SDS, is a hardware appliance rather than a mere software bundle. It is the goal of 

this paper to lay out the motivations and benefits for converting your hardware based storage 

infrastructure to a software defined one. We will also outline the processes involved which ensure 

that your data is safe, secure and even more important, accessible.  

KEEPING UP WITH THE DATA YOU HAVE

Those who work in the field of Information Technology are quite familiar with Moore’s Law which 

says that processing power doubles every two years. Amazingly, that statistic still holds true 

today—nearly a half century later. Similarly, the “Knowledge Doubling Curve” created by the 
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visionary inventor and author, Buckminster Fuller, cited the exponential doubling of knowledge 

which regularly occurs as well. Up until the year 1900, knowledge was doubling approximately 

each century. By the end of world war two this window had been narrowed down to 25 years. It 

is currently estimated that human knowledge is doubling every 13 months1. According to IBM, 

the coming age of the Internet of Things will induce a doubling of knowledge every 12 hours.

We are all aware of the mind numbing growth of data being generated today. According to IDC, 

more than 30,000 PB of new external storage system capacity was purchased in 2014 alone, an 

increase of 30% over the prior year2. Beyond simply being aware of it however, we must learn 

to master the ability of maximizing the value of all of this data. In order to contend in the highly 

competitive global economy in which we operate, IT managers must create a data structure 

that gives users the ability to access data, process it and bring it to value as quickly as possible. 

It is the ability to deliver new innovations to the marketplace at an ever accelerating rate that 

is part of the formula for success today. Innovation is originated from data, reinforced by data 

and efficiently delivered by data. In the previous ten years, enterprises adopted computer 

virtualization in order to achieve the states of agility and flexibility that business demands today. 

In the coming ten years, the challenge will be to transform the data infrastructure into highly 

efficient and elastic pools that innovation demands.

THE VALUE POTENTIAL OF YOUR DISCONNECTED DATA

We often correlate enterprise data with structured data. Take the example of a healthcare 

organization for instance. Structured data such as the name, address, age and gender of 

patients are routinely collected and stored in some type of database silo. However, this 

structured data only comprises ten to twenty percent of collected data. Most patient data is 

derived in the form of physician notes, patient histories, hospital admission and discharge 

summaries. These are examples of what is referred to as unstructured data. There is a plethora 

of value within this data for improving outcomes and reducing costs. The problem is that this 

data is stored in formats that make it inhibitive to retrieve using most storage infrastructures. 

The data may also reside in silos segregated from most users making it unusable.

Paul Muller, Chief Evangelist and VP of Strategic Marketing for HP Software refers to 

unstructured data as disconnected data. He emphasizes that disconnected data is dead data. 

He uses the example of a company’s voice mail that records the incoming calls made by its 

customers. “A lot of rich data is contained in these recordings such as the actual messages as 

well as the voice inflection used in them,” he says. The problem is that it is isolated. He states 

that so many times, management finds themselves guessing when it comes to decision making, 

yet there is so much data stored within the organization that could offer them the ability to 

absolutely know—rather than just guess.
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There is great value in not having to guess. This is the potential that underutilized or even 

ignored data sources hold in providing real actionable insight into management decisions. There 

is so much untapped knowledge within all forms of unstructured data such as social media activity, 

spreadsheets, live chat conversations with customers, logs, documents and other types of inter-

company processes that can vastly increase the clarity for company decision making. 

DETERMINING THE TRUE COST OF YOUR DATA

According to a white paper by Amit Kumar Dutta and Ragib Hasa published by the University of 

Alabama at Birmingham, the following components must be considered when determining the 

total cost of storage:

1. The initial cost which includes all the costs related to infrastructure set up, as well as the 

required supporting hardware such as iSCSI or fiber switches. The cost for the necessary 

network switches and routers must be factored in as well. A cost per byte can be calculated 

with the following formula: 

Initial Cost Per Byte = Initial Cost for N disks + Infrastructure/Total bytes 

2. Floor and Rack space

3. Energy as cooling costs are a major part of supporting a datacenter

4. Service and Support Cost–This includes the cost of the average time spent by your internal 

staff to support the data infrastructure as well as support and maintenance contracts. Training 

costs associated with advanced SAN array storage devices should also be included.

5. All of the above equations can be calculated to obtain a cost per byte. Once these individual 

costs are tabulated, the total cost per byte can be tabulated for an enterprise.3

There are other potential costs however. The first one is vendor lock-in. Once an organization 

substantially invests in infrastructure and training, there is a definite cost for switching vendors 

and technologies. There is also an additional cost that is rarely factored in. Businesses must 

always factor in opportunity costs when assessing the true financial cost of a decision. We can 

even utilize opportunity costs when making decisions in our personal lives. For instance, the true 

cost of a college education doesn’t just include the cost of tuition, books, room and board over 

the four years of study. It also includes the opportunity cost of giving up the opportunity to be 

employed full-time during those four years. 

Many times, IT managers find themselves making decisions regarding the storage of data based 

on their available storage, especially when they depend on expensive redundant external arrays. 

IT managers who find themselves nearing full capacity for expensive SAN storage will consider 
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making compromises. Perhaps a new virtual server is forgone or delayed due to available 

storage concerns or data is thrown onto a DAS silo that has no high availability or multiple 

redundancy. Some may be choosing not to archive certain data types that may have far more 

value than originally perceived. In these examples, opportunities are waived in order to delay 

impending purchasing costs of additional external arrays. These decisions can have far reaching 

implications down the road for the organization. 

WHAT IS SOFTWARE DEFINED STORAGE?

Before virtualization, enterprises relied on direct attached storage which consisted of one or 

more storage RAIDs in which virtual volumes could then be provisioned. Computer virtualization 

carried on the tradition of utilizing DAS until IT Managers began realizing that the potential 

benefits of virtualization went beyond mere cost savings—the original attraction to virtualization. 

The only way to truly obtain the conceivable levels of redundancy, high availability and 

scalability that virtualization was capable of was to offer shared network storage to the VMs. The 

very premise of centralizing all of the storage introduced a single point of failure. In order to 

avoid the pitfalls of a devastating storage outage that could potentially affect the entire server 

virtualization fleet, vendors offered external arrays that were extremely fault tolerant and robust. 

Unfortunately, they accomplished this through the only means they knew how—through intelligence 

driven hardware. Using a hardware solution to create enterprise level redundancy is expensive and 

usually involves proprietary or custom storage systems with higher up-front acquisition and on-

going operational costs. The cumulative effect was that many SMBs were priced out of the market. 

Besides the exorbitant cost factor, hardware is rigid and inflexible, some of the very reasons that 

computer virtualization took over the server market in the first place.

Which brought us to Software Defined Storage. SDS leverages the intelligence, flexibility 

and scalability of software and actually returns to a DAS configuration scenario. Rather than 

employing a specialized proprietary hardware design, SDS simply utilizes commodity enterprise 

storage hardware that is then managed by intelligent software.  SDS can be implemented 

on any x86 server and any server-attached storage device. This allows it to offer an incredible 

flexibility of choice for IT managers and avoids vendor lock-in. It also offers substantial up-

front cost savings. Hardware will always be fallible at any price point. It is the intelligence and 

flexibility of software that can provide the redundancy today that enterprises demand.

A classic example of SDS is the virtual storage appliance that is available today from major 

vendors such as HP and VMware. As stated in the introduction, a VSA is actually a software 

bundle rather than a physical appliance. The premise is that an organization can utilize a generic 

server with lots of disk space and configure it as a virtual host. A virtual machine can then be 
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provisioned as the VSA manager which will then create storage pools and present them as 

network storage to any VMs that are subsequently created on the box. Redundancy is created 

by implementing more VSA’s throughout the enterprise and creating cluster nodes. Data can 

then be continuously replicated across multiple server/storage boxes. Through a hypervisor 

such as VMware, multiple VSAs can be commissioned from a single pane of glass to any 

virtualized host on the network.  

STORAGE ISN’T JUST DEFINED BY CAPACITY

Storage isn’t just measured by capacity. Think of your storage infrastructure as a virtual city. 

You have high rent districts where corporate centers are located and you have low rent districts 

where warehouse districts are congregated. You wouldn’t locate a self-storage unit complex on 

ocean front property or in a corporate center of a major metropolis. The same is true with data 

storage. There is high value/highly utilized data that justifies high performance expensive storage 

disks and there is archived data that is generated to fulfill government regulations that justifies a 

minimum level of storage performance. SDS is finally allocating true Automated Storage Tiering for 

enterprises today. AST has created a natural and timely partnership with flash storage. Flash storage 

offers the speed and performance that personal computing devices have enjoyed for years and 

many organizations are now considering all-flash based arrays to meet the I/O demands of server 

virtualization and even VDI. Flash storage though comes at a price.

This is why you should fragment your data infrastructure into multiple tiers. Your organization 

creates and demands all types of data, and each of these data classes summons different 

demands from your storage infrastructure. One type of data may require (and justify) incredibly 

high performance no matter the cost. Other data classes only require modest performance at a 

reasonable cost while long-term retention data can settle for minimum levels of performance.

A possible example of an AST design is described below: 

•	 Tier 0 – Flash Storage

•	 Tier 1 – Known as production storage which used to be the top tier prior to flash storage. 

High value data that is regularly utilized should reside here.

•	 Tier 2 – Low cost/performance disks can be implemented for data that is only accessed 

intermediately

•	 Tier 3 – Tape storage for required archives to meet government and industry regulations

The idea of AST is nothing new and has been around for two decades but has lacked the 

intelligence mechanism to optimally implement it. Up to now, storage was assigned by age or 
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some similar determinate that provided a best guess at tier assignments. Today, SDS systems 

utilize sophisticated algorithms that calculate the usage and relative demand of data chunks. 

Data can then be elevated or demoted amongst the available tiers. The cloud is creating even 

greater opportunities for AST as more organizations are utilizing cloud-based storage. Vendors 

are now offering storage devices that serve as a front-end storage appliance for the cloud. 

Rather than moving data between different hardware performance mediums, these appliances 

shuffle data between local DAS and the cloud. They can also provide large caching depositories 

for data that is being saved to the cloud.  

SUMMARY

The decisions we make are only as good as the data that is used to formulate them. We are 

indeed in an era where the value of an organization can be directly attributed to not only the 

value of its data, but the ease of its accessibility and the capability and aptitude to analyze and 

process it. The decoupling of software from hardware is opening the door for new innovations 

for both and is giving IT managers the levels of data management and cost control that up until 

recently was only imaginable. It is for these reasons that the SDS market is expected to grow 

from $1,409.7 million in 2014 to $6,217.6 million by 2019, at an estimated compound annual 

growth rate of 34.6% from 2014 to 20194. The benefits and value of SDS is being recognized 

amongst your industry competitors and future disruptors. Shouldn’t it be time for your 

organization to embrace SDS as well?
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ABOUT WEI
WEI is an innovative, full service, 
customer centric IT solutions provider.

Why WEI? Because we care.  
Because we go further. 

At WEI, we’re passionate about solving your 

technology problems and helping you drive 

your desired business outcomes. We believe 

in challenging the status quo and thinking 

differently. There are a lot of companies that 

can take today’s technology and create a great 

IT solution for you. But we do more. We go 

further. And we have the customer, vendor 

and industry awards to prove it. WEI is a 

premier technology partner, who always puts 

our customers first while providing the most 

innovative solutions for over 25 years.

800.296.7837

www.wei.com

info@wei.com

43 Northwestern Drive

Salem, NH 03079

TALK TO WEI TODAY

Our engineers have the knowledge and experience to  

help identify and implement the right software defined 

storage solution for your company. Contact us today to 

start a discussion.  
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