
WHITE PAPER 

Simplifying the Data Center 
with Hyper-Convergence
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SUMMARY 

The concept of a hyper-converged data center, where collections of commodity 
servers are magically reconfigured through software to provide virtualized compute, 
storage and network services through a single point of control, sounds appealing to 
many IT professionals. Making a hyper-converged software-defined data center 
(SDDC) real, however, is often a very different story. To overcome some commonly 
perceived challenges and ease the transition process to this compelling new type of IT 
architecture, businesses need to consider specialized hyper-converged appliances, 
which provide an easy, cost-effective entrée to this world. Hyper-convergence moves 
past the provisioning of CPU power via hypervisors and enables a second generation 
of consolidation in the data center by bringing SAN-like storage capabilities into easy-
to-configure and manage devices. This, in turn, lets companies easily bring more 
powerful capabilities to a range of IT tasks. 

“Hyper-converged products like Pivot3’s vSTAC appliances can transform IT 
and transform businesses. Not only do they enable much simpler, more 

easily expandable, software-controlled data centers, they allow companies
to think about how they approach IT and computing resources in entirely 

new ways.”—Bob O’Donnell, Chief Analyst

TECHnalysis Research, LLC ©2015 1 | P a g e
www.technalysisresearch.com 

http://www.bing.com/images/search?q=pivot3+logo&view=detailv2&&&id=2E4CB52A55C137BA4D99925582430117C360BD95&selectedIndex=0&ccid=oyahreev&simid=608006591878595524&thid=JN.byxVbkRcjil+AyEqWkixcw


Simplifying the Data Center with Hyper-Convergence 

TECHnalysis Research, LLC ©2015 2 | P a g e
www.technalysisresearch.com 

INTRODUCTION 

The IT industry is famous—some might even say infamous—for developing fancy-sounding 
buzzwords at a pace that nearly matches the speed at which it develops new technologies. 
Every few months, it seems, there’s a new catchphrase that seems destined to ride up and 
down the hype cycle at an increasingly dizzy pace. 

Some of the more recent buzzwords revolve around the reconfiguration of today’s corporate 
data centers: convergence, software-defined data center (SDDC), IT-as-a Service (ITAAS), and 
even hyper-convergence. On the one hand, it’s easy to toss some of these aside as yet another 
effort by certain companies to create something out of nothing and try to find new ways to sell 
you new products. 

But it’s also worth taking a quick moment to 
ponder the challenges of today’s data centers and 
see if there are some real-world solutions to those 
problems. One of the biggest problems is related 
to storage. Even though the cost per GB (or TB, or 
whatever metric you choose) continues to decline, 
the volume of data continues to rise at an 
exponential rate. As a result, storage-related costs 
are still a huge issue for most any reasonably-sized 
organization. 

Another challenge is the need for fluidity in the data center, particularly when it comes to 
overall performance requirements. Few modern workloads have steady state performance 
demands. As a result, it’s becoming much harder for data center architects to realistically 
know how much compute and storage capacity they’re going to need at a given time. In many 
cases, IT departments buy more capacity than they need because systems have a high 
minimum scale. Unfortunately, this often leads to unnecessary or at least inefficient spending 
on data center hardware because much of it often sits unused. 

What many companies are looking for is a dynamic environment that automatically adapts to 
whatever demands are being placed upon it. Ideally, the way to achieve this is with less capital 
outlay on hardware but a higher efficiency, smarter usage of the dollars that are spent. 

In addition to capital outlay, one of the big cost centers in IT is the people on the IT staff. As 
data centers have grown more complex, the need for a wider variety of more specialized 
workers in order to run the different elements within a data center has increased. While this is 
obviously a touchy topic, the truth is, a re-architected data center can often be run more 
efficiently with IT generalists rather than highly compensated specialists. This helps drive 
better cost efficiencies for the business overall. 

“Even though the cost per GB 
continues to decline, the volume 

of data continues to rise at an 
exponential rate. As a result, 

storage-related costs are still a 
huge issue for most any 

reasonably-sized organization.” 
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In the same way that virtualization brought some of these efficiencies to the purchase and 
usage of server hardware, hyper-converged appliances can now bring those kinds of critical 
efficiencies to the entire data center stack, from compute to networking to storage and 
beyond. In fact, by integrating high-performance, SAN-like storage performance and 
functionality into simple appliances, hyper-convergence is enabling the next stage of 
consolidation in the data center. 

It’s not just efficiencies within known environments, either. It’s also time to start thinking 
about compute and storage resources in an entirely different way. Just as nobody thought 
about air bags in the era of horse-drawn buggies, so too should IT and business leadership start 
thinking dramatically differently about how to provision the data center of the future. It’s time 
to start questioning what you’ve been told, and start planning a true 21st century data center 
architecture instead of just tuning up what you have today. 

HISTORY 

Of course, even as we look to the future of IT, it’s 
important to bear in mind the lessons of the past. In 
the case of one vendor in the hyper-convergence 
space, Pivot3, it was a real-world data center problem 
back in 2008 that drove the company to develop 
specialized storage software technology that, many 
years later, would be leveraged to help create a range 
of hyper-converged appliances. Importantly, all of this 
occurred well before hyper-convergence was even at 
the beginning stages of a buzzword. 

Pivot3 was started to solve the problem of capturing 
video streams from thousands of networked HD 
cameras more efficiently. While there were good 
compute-level solutions to help tackle this challenge, 
the same could not be said on the storage side, so the 
company worked to create one. 

The argument could be made that this disparity of capabilities still exists in the data 
centers of today. To put it into a historical perspective, dynamic virtual machines bring 
a 21st century approach to compute that leverages whatever CPUs are available, but 
they were (and still are) typically paired with very conventional storage capabilities that 
rely on inefficient data replication for fault tolerance, which is much more of a brute-
force 20th century approach to that issue. The result was, and is, inefficient use of 
storage resources in these virtualized environments.  

“Dynamic virtual machines bring 
a 21st century approach to 

compute that leverages 
whatever CPUs are available, 

but they’re typically paired with 
very conventional storage 

capabilities that rely on 
inefficient data replication for 
fault tolerance, which is much 

more of a brute-force 20th 
century approach.” 
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SMART STORAGE 

Moving to today, one of the challenges that early adopters of software-defined data centers 
and converged data centers have discovered is that for many applications—such as server 
virtualization, development & test environments, cloud, business continuity, and video 
storage—storage requirements are still enormous, even in a virtualized environment. In short, 
even in converged data centers, storage isn’t being used efficiently, and the costs of the SANs 
(Storage Area Networks) that many of these applications require are still extremely high. 

In fact, low usable storage, resulting in high cost per TB, and the performance issues associated 
with some of these types of applications often became stopping points for organizations who 
were considering a software-defined data center (SDDC). A key part of the problem is that 
many solutions rely on data replication for data protection, resulting in storage efficiencies 
that start at 50% and drop from there because every bit of data stored on one drive has to be 
stored on another. In addition, as individual drives start to reach capacity, the remaining 
unused space creates stranded islands of capacity on other drives, further reducing available 
storage. By the time you add in the typical second copy and account for the standard 10% 
reserves, the storage efficiency can go as low as 23%. 

Clearly, there must be a smarter, more efficient way to leverage storage and, indeed, there is. 
Leveraging patented and well-proven Scalar Erasure Coding, Pivot3’s hyper-converged storage 
solution can deliver over 90% storage efficiency. 

The chart below illustrates the storage efficiencies possible with scalar erasure coding in more 
detail. 
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Not only is this solution more efficient, it’s more cost effective. Instead of having to use 
expensive SANs, the vSTAC OS at the heart of the Pivot3 solution can pool the capacity from 
commodity drives, flash or disk, across all the appliances on a network. This is an important 
distinction from some other similar solutions, which only pool together the storage in an 
individual appliance. In addition, vSTAC allows additional hyper-converged appliances to easily 
join prior installed nodes for a non-disruptive, simple, and economical upgrade path, as 
companies require more scale. 

With Pivot 3, all the drives on the network are pooled together as a single large drive, greatly 
simplifying the structure and nature of storage. In addition, this approach can greatly improve 
reliability because instead of having to build a system that’s concerned with when a drive in a 
cluster might fail, the system presumes a drive will fail and is architected to abstract away the 
vulnerabilities of hardware. This radical reversal of the typical perspective on drive failure 
exemplifies the forward-looking nature of hyper-converged appliances and how the benefits 
of a software-defined approach to storage can make a dramatic real-world difference.  

Finally, in addition to all the cost, efficiency and 
reliability benefits, this rethink on storage 
architecture also offers potential performance 
benefits. The single, unified cache that it creates, 
which Pivot3 dubs Elasticache, enables speedy writes 
across the iSCSI interface, among other benefits, 
resulting in impressive IOPS (Input/Output 
Operations per Second) numbers for demanding 
applications such as virtual desktops. 

RETHINKING IT 

“Instead of having to build a 
system that’s concerned with 

when a drive in a cluster might 
fail, the Pivot3 appliance 

presumes a drive will fail and is 
architected to abstract away the 

vulnerabilities of hardware.” 

In addition to the benefits previously described, hyper-convergence allows you to think about 
IT in entirely different ways. No longer do you need a bunch of specialists in specific areas. 
Instead, you can have IT generalists who can work to solve business problems and support 
business initiatives. This also frees IT and business leadership from the nearly inevitable battles 
between different groups, whether it’s for virtual turf, pointing blame when problems happen, 
or even internal battles for IT budget. 

In fact, in some instances you can even have businesspeople purchase and deploy hyper-
converged appliances to solve specific problems or run particular applications. While some 
companies are (rightfully) leery of this type of “shadow IT” effort, the truth is, forward-looking 
IT departments can use it to their advantage. 
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As long as they have basic rules and policies in place for these kinds of situations, IT can still 
have basic oversight over these deployments, but they can spread some of the work and some 
of the investment into the business units, thereby freeing themselves up to focus on strategic 
initiatives across the entire enterprise. 

At a broader level, we’ve seen large cloud-based organizations like Amazon, Google and 
Facebook build their own versions of software-defined data centers leveraging commodity 
hardware (in the early days, built by the companies themselves). In fact, these companies are 
the epitome of the 21st century paradigm for data centers. Hyper-convergence packages these 
concepts up into, smaller, less expensive, off-the-shelf devices that allow other kinds of 
businesses (and even small ones) to get the same kind of advantages that the big cloud players 
have been enjoying for years: highly flexible compute resources that can be easily managed, 
directed, added or subtracted to, and spread out over multiple devices (or even locations) to 
cover all kinds of workloads, all in a very dynamic fashion.  

The end result is that hyper-converged products like Pivot3’s vSTAC appliances can transform 
IT and transform businesses. Not only do they enable much simpler, more easily expandable, 
software-controlled data centers, they allow companies to think about how they approach IT 
and computing resources in entirely new ways. For many organizations, this can free them of 
the costs and hassles sometimes associated with IT and focus on delivering compelling 
business solutions. 

CHALLENGES 

Moving to a hyper-converged environment offers a number of very tangible economic, 
structural and organizational benefits. Simplifying the management of data center resources, 
leveraging those resources more fully, and reducing the costs of storage are among the very 
practical benefits that these kinds of environments can enable. 

But, most organizations can’t realistically make these changes overnight. Most organizations 
have existing systems, processes and people in place and transitioning from one type of 
environment to another takes time and effort. In some cases it would require rebuilding the IT 
department from the ground up with a different way of thinking and working and, in some 
instances, a different set of people. In the same way, it doesn’t make sense for most 
organizations to move all existing workloads to these new types of environments. Instead, 
interested companies should develop transition plans to move key workloads first, and then 
expand to other workloads over time. By focusing on the kinds of applications and workloads 
that are known to be well-suited to hyper-converged appliances, such as virtual desktops, 
disaster recovery, streamlined deployment of virtualized applications, and other storage-
intensive activities, companies can quickly move from proof-of-concept (POC) to full 
production.
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By focusing on the kinds of applications and 
workloads that are known to be well-suited to 
hyper-converged appliances, such as virtual 
desktops, disaster recovery, streamlined 
deployment of virtualized applications, and other 
storage-intensive activities, companies can 
quickly move from proof-of-concept (POC) to full 
production. In fact, one of the less understood 
benefits of hyper-converged appliances is that 
they allow organizations to move from POC to 
production by simply adding in new appliances. 

CONCLUSIONS 

“Hyper-convergence packages 
the concepts used by large cloud-

based organizations into less 
expensive, off-the-shelf devices 

that allow other kinds of 
businesses to get the same kind 

of advantages.” 

As we move further into the 21st century, it’s clear that the time for 21st century data center 
architectures is here. Software-controllable hyper-converged data center appliances enable 
new levels of flexibility, reliability and performance that companies of all sizes and types can 
now start to take advantage of. 

In the area of storage, in particular, there are numerous real-world cost and efficiency 
improvements that hyper-converged appliances can deliver. The whole question of five 9’s of 
reliability needs to be re-assessed in light of a solution that takes a completely different 
approach to storage architecture because instead of worrying about the MTBF (Mean Time 
Before Failure) of hard drives, it actually plans for a failure. In addition, by leveraging advanced 
mathematical coding techniques, the data storage “tax” can be reduced from 50% in 
traditional data duplication-based products to just 8% (or even less) in Pivot3’s solutions. 

With these kinds of solutions, companies can spend less time focusing on the nitty-gritty and 
complications of their data centers and focus more on their business objectives. In a rapidly 
changing world that places harder and higher demands on business IT every day, that kind of 
difference can be the most important of all. 
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