
 

 

 

 

 

 

 

HYPER-CONVERGED INFRASTRUCTURE:   
NO-NONSENSE SELECTION CRITERIA 
HOW SAVVY FIRMS CHOOSE THE BEST HYPER-CONVERGED SOLUTION  
FOR THEIR BUSINESS 
 

 
 A Perspective for Technology Buyers 

By 

Jon Toigo 

Chairman, Data Management Institute 

jtoigo@toigopartners.com 

 

 

SUMMARY 

Hyper-converged storage is the latest buzz phrase in storage.  The exact meaning of hyper-

converged storage varies depending on the vendor that one consults, with solutions varying 

widely with respect to their support for multiple hypervisor and workload types and their 

flexibility in terms of hardware componentry and topology. 

Regardless of the definition that vendors ascribe to the term, the truth is that building a 

business savvy hyper-converged infrastructure still comes down to two key requirements:  

selecting a combination of infrastructure products and services that best fit workload 

requirements, and selecting a hyper-converged model that can adapt and scale with changing 

storage demands without breaking available budgets. 
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INTRODUCTION 

The emergence of “hyper-converged” infrastructure, while treated as a recent phenomenon, is 

actually quite tenured in corporate computing.  Contemporary hyper-converged infrastructure 

refers to the unification of server and storage technologies via a software-based storage 

controller -- sometimes referred to as software-defined storage or SDS -- that is instantiated in 

the server software stack.  This software layer serves as a storage controller replaces on-array 

storage controller functionality.   

This is not a new idea.  In the earliest mainframe architectural models, disk storage devices 

featured a minimum of on-board storage software; most storage control functions were 

located in a software application running in the central processor rather than on the controllers 

of Direct Access Storage Devices (DASD).   

Advocates of hyper-converged infrastructure are returning to this idea, and combining it with 

concepts drawn from distributed supercomputing architecture, such as server node clustering, 

to create a hyper-converged model intended to simplify scaling (by adding more server-storage 

nodes), improve availability (by replicating data between nodes and enabling failover), and to 

reduce infrastructure costs (by replacing hard to manage SANs and monolithic storage arrays 

with more generic storage components directly attached to servers). 

This pedigree, however, is insufficient to enable a common definition or common architecture 

for contemporary hyper-converged infrastructure.  Instead, a matrix must be used to describe 

the characteristics of the various solutions appearing in the market. 

 

 

 

As suggested by the matrix above, differences in hyper-converged infrastructure solutions (also 

known as hyper-converged storage because of the initial use of the technology to create 

storage “nodes” for clustering behind application servers) may be linked to two parameters: 
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1. the hardware model embraced by the solution and  

2. the support the solution provides for storing the data of different virtualized and 

physical workloads. 

Some hyper-converged storage nodes are prefabricated or adhere to strict component lists, 

imposing a fixed hardware model on the node.  Others are more flexible about hardware 

componentry that can be used to provide the storage service. 

Across the top of the matrix is the second parameter, workload support.  Some hyper-

converged storage nodes are dedicated to a specific server hypervisor and can only be used 

with workload virtualized and operated using that hypervisor.  Other hyper-converged storage 

nodes can be deployed in conjunction with different hypervisors, but provide a common 

management console for all instantiations of their kit.  The third solution model provides 

storage for both virtual and non-virtualized workloads, which is especially important to 

companies that field multiple hypervisors while at the same time operating non-virtualized 

applications such as high performance transaction processing databases.  According to leading 

analysts, this mix of mixed virtualized and non-virtualized workload is likely to persist in some 

companies at least through the end of the decade.  This point is important for planners to 

consider since it will have a direct impact on the short- and longer-term technical fit of, and 

return on investment from, the hyper-converged solution selected. 

 

 

 

Substituting product names for descriptions, this chart provides a few examples of products 

that fit into the matrix categories.  VMware’s EVO:Rail is an example of a hyper-converged 

storage model supporting a single hypervisor with a predefined nodal hardware solution.  

Nutanix, by contrast, sells its product as a fixed hardware appliance but can be used in 

conjunction with multiple hypervisors.  VMware’s Virtual SAN may be regarded as a hyper-

convergence model that supports only one hypervisor’s workload, but that does provide some 

flexibility in the type of storage hardware that is deployed in nodes.  By contrast, StarWind 
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Software, a third party software-defined storage vendor, supports multiple hypervisors with 

separate instantiations of its solution, but enables common management across all instances.  

DataCore Software can also support multiple hypervisors, as well as non-virtualized workload, 

with very flexible hardware criteria and common management. 

This matrix is a starting point for sorting out the options for building a hyper-converged 

infrastructure.  Categorizing products by their operating principles, workload support, and 

hardware dependency is a required first step to finding the solution that will work best for a 

given business. 

Once options have been sorted, this paper provides key criteria for evaluating the options. 

 

KEY CRITERIA FOR SELECTING THE RIGHT HYPER-CONVERGED INFRASTRUCTURE 

TECHNOLOGY 

There are many ways to frame selection criteria for hyper-converged storage.  The best choice 

is a business-savvy one:  the technology that offers the best cost-containment, the best 

availability, and the best performance characteristics and suitability to purpose. 

Cost Criteria 

Cost containment is job one in most IT shops today.  It is especially important in branch office 

or remote office environments and in small to medium businesses that generally lack the large 

IT budgets of enterprise or cloud services provider shops. 

Cost is a function of equipment acquisition and operating expense and labor.  An efficient shop 

purchases only the hardware required to store data, with some installed spare capacity to 

accommodate spikes in capacity demand.  If storage gear can be managed in a coherent and 

unified way, the result will be a reduction in the staffing requirements for the infrastructure 

and lower OPEX costs.  

When considering a hyper-converged storage infrastructure, cost criteria should include:  

1. Hardware dependencies:  Some hyper-converged server/storage solutions take the form 

of pre-engineered appliances or hardware platforms (hardware from select vendors) 

“certified” by a given hypervisor vendor.  Both create a hardware lock-in that is similar 

to that of the traditional or legacy monolithic storage their vendors seek to replace.  

Ideally, the hyper-converged solution should be sought that has no such hardware 

dependencies.  In fact, pursuing a hardware-agnostic approach is the only way that you 

can scale different parts of the node at different times based on need or the availability 

of new technology.  So, the first, and most fundamental question to ask is “what 

hardware will I need to make the solution work?” 
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Hardware dependencies should also be considered with an eye to scaling.  Truth be told, 

the tighter the hardware specification, the less you may be able to scale various 

components in a modular way.  This can be a huge problem given the typical game of 

“leap frog” that is always going on between computer components including processors, 

interconnects, networks and storage technologies.  Improvement intervals in 

component technologies can be quite different, making commonplace the need to 

change one component or several to keep up with innovation at any given time.  The 

greater the hardware dependency of the kit, the less capable it may be for absorbing 

technological change. Moreover, being locked in to only a select list of hardware may 

increase the cost of the solution over time.   

 

2. Multi-nodal architecture:  Leading server hypervisor vendors are proffering hyper-

converged storage models that begin with a requirement for a minimum of three (or 

more) clustered nodes.  A node usually requires a physical server, a storage software 

license, clustering software (whether part of a hypervisor software package, operating 

system or specialized third party software), flash storage devices and a storage array or 

JBOD.  One recent test lab report1 noted that the cost per node for a leading hypervisor 

vendor’s hyper-converged software (named “Virtual SAN”) would range between $8,000 

and $11,000 in software licenses and between $8,000 and $14,000 in server and storage 

hardware.  Those numbers need to be multiplied by the number of nodes required to 

create the hyper-converged infrastructure – a minimum of three nodes but 

recommended to be 4 nodes for availability and performance reasons.  By contrast, 

some third party hyper-converged server-storage models require only two physical 

nodes to start, and can leverage less expensive hardware (SATA, rather than SAS disk, 

for example). 

 

3. Manageability:  Leading server hypervisor vendors (and most hyper-converged 

appliance vendors) prefer that their uniform software stack be used to manage all 

attached resources and the specialized services that they offer. When it comes to 

storage, hypervisor vendors provide interfaces for use in administering functions 

ranging from data mirroring and replication across storage nodes, thin provisioning of 

storage resources, de-duplication and compression, and other functions once 

performed on array controllers.  In essence, they centralize the “value-add” services 

once touted as differentiators by storage array vendors into a centralized software-

based controller, ostensibly for ease of administration to a constantly scaling 

infrastructure. The operation of each of these services needs to be examined to ensure 

that the functionality is what you want for use with your infrastructure.  Just because 

                                                           
1
 http://www.infoworld.com/article/2608637/data-center/data-center-review-vmware-virtual-san-turns-storage-

inside-out.html 
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the compression service is impressive on a given product doesn’t mean that its wide 

area replication service is best of breed. 

 

Also, be aware that while all hyper-converged vendors agree that storage software 

services need to be implemented in an off-array software stack, many at the same time 

eschew the idea abstracting capacity management away from the storage array 

controller.  This is a noteworthy limitation of many hyper-converged solutions, since it 

means that capacity management is a separate management activity that must be 

performed on each storage device, often requiring specialized tools and skills.  

Alternatively, if storage capacity is “virtualized” or aggregated into a virtualized resource 

pool, its management can be centralized and delivered much more simply across 

distributed infrastructure, as is the case with other storage services.   

 

Absent capacity pooling, the entire value case for hyper-converged infrastructure could 

be compromised as scaling occurs.  Without capacity virtualization, storage 

management will become balkanized – especially when there is a need to manage 

multiple sites, such as branch offices or remote offices, from a single location, or, in 

large enterprises, when multiple virtual server hypervisors are being used – each with its 

own hyper-converged model.  The latter issue – that of serving up storage resources to a 

multi-hypervisor environment – may not seem important now, but it probably will be in 

a few years.  According to leading analysts, larger IT shops will see 75% of their 

workloads virtualized by 2016.  However, most shops will be using more than one 

hypervisor, and they will still have up to 25% of their workload running without 

virtualization and on legacy storage gear.   
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If storage is isolated behind each type of hypervisor, this situation will have an impact 

on management and administration expense, potentially driving up costs.  This is a 

“gotcha” that may not be apparent when you are evaluating a hyper-converged solution 

for a specific site or cluster, but one that will definitely become front and center as you 

manage and grow your environment. 

 

Bottom line:  selecting a hyper-converged infrastructure technology that delivers 

hypervisor and hardware agnostic management and support is key to reducing the 

personnel complement required to manage infrastructure. 

 

4. Hardware utilization efficiencies:  Of course, as a cost containment consideration, it is 

also important to select a hyper-converged infrastructure model that optimizes the use 

of hardware.  For example, while most hyper-converged products in the market can 

leverage dynamic RAM and flash memory storage technology to create caches and 

buffers that improve application performance, not all of these products actually use 

either one efficiently or enable the use of the diverse and growing selection of products 

in the market today.  DRAM is better suited for write caching than is flash memory, but 

you might not get that from certain hyper-converged infrastructure vendors marketing 

literature.  Often times flash is recommended for purposes to which it is ill-suited, or the 

hyper-converged product vendor limits the customer’s use of less expensive 

componentry or to select best-of-breed technologies to accelerate application 

performance in favor of products that have undergone certification with the vendor.  

These are familiar issues with the legacy storage gear that hyper-converged advocates 

love to villainize.   

 

Additionally, some hyper-converged model vendors require that “legacy” storage be 

replaced with newer, certified gear, which again can add to the cost to get the hyper-

converged infrastructure up and running.   Most firms buy storage with a desire to 

realize a return on investment for between five and seven years.  The requirement to rip 

and replace legacy storage that has not yet realized its expected return can impose a 

significant investment cost that needs to be considered. 

 

 

Availability Criteria 

Availability is a second criteria that should guide hyper-converged technology purchasing.  

Given that data is the life’s blood of any organization, it is clear that data needs to be accessible 

24 x 7.  So, the following guidance should be self-evident: 
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5. High availability clustering with data mirroring is the hallmark of hyper-converged 

infrastructure but…  The clustering/data mirroring functionality of the hyper-converged 

software you are considering must be rock solid and must include mirroring of data in 

memory caches and buffers as well as the data stored on solid state or magnetic disk.  

Ideally, they should not require every node to have identical equipment, and the 

number of hardware nodes for mirroring an HA clustering should start at two, not three, 

as a cost saver. 

 

6. HA mirrors must be capable of being tested and verified without disrupting application 

operation.  Mirroring has always existed as a mechanism for data protection, but 

mirrors were rarely tested because of the need to stop applications during testing and 

to re-synchronize workload and replication processes when testing was complete.  The 

solution you choose should be much simpler, providing ad hoc testing of mirroring 

processes.  You should also consider whether mirror failover is best provided as an 

automatic function or one requiring manual confirmation first.  Think of clustered 

failover solutions like automatic alarms for your house, even the best kit sometimes 

deliver false alarms. 

 

7. Availability is a two way street:  After failover has occurred, capabilities must be 

provided to fail back as well.  Usually this entails buffering mirrored writes until 

connections can be re-established – an important but often unchecked requirement. 

 

8. Local HA does not trump disaster recovery.  High availability mirroring for local failover 

should be supplemented by a metro or stretch clustering capability that will enable data 

replication over distance between two geographically disparate nodes.  A truly available 

hyper-converged solution should feature stretch clustering with wide area synchronous 

and asynchronous replication, preferably without a requirement for identical node 

configurations. 

 

Fitness to Purpose Criteria 

Fitness to purpose and performance are two more criteria that should be a part of any hyper-

converged server-storage technology buyer’s guide.  This has at least two key parts: 

 

9. Support for DRAM (and perhaps flash memory) acceleration is required for servers 

running multiple virtual machines.  Using memory based caching and buffering makes 

possible the acceleration of application performance even when the root causes of slow 

application performance are not storage I/O related.  Ideally, flash technology will also 

be supported but is not mandatory. 
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10. Overall “fitness to purpose” is also important.  Fitness to purpose refers to the fit of the 

technology into the environment or setting into which it is being introduced.  From the 

physical footprint of the hyper-converged platform, its noise and/or electric/HVAC 

requirements -- any or all of which may be important factors when equipping a ROBO 

office that lacks an equipment closet or data center, to the learning curve associated 

with administering, operating and managing the hardware/software stack and the 

availability of on-site skilled workers, to the compatibility of the storage infrastructure 

with different hypervisors or with non-virtualized applications and their storage 

requirements, one hyper-converged model may be better suited to a given set of 

workload and environmental requirements than another.  It is worthwhile to make a list 

of facility, workload and user constraints in advance of considering alternative products. 

 

These ten criteria may not be exhaustive, but they will help winnow the field of options to 

those that will serve your business well in the long haul.  For my money, I prefer a hyper-

converged infrastructure solution that is both hardware and hypervisor agnostic, that will 

support DRAM and flash devices from any vendor, and disk infrastructure both direct-attached 

and legacy SAN-attached (so I can fully realize my expected ROI from the latter), and optimally 

one that virtualizes all of the storage capacity so I can manage both capacity allocation and 

special storage services at multiple sites and on heterogeneous storage gear from a single 

software interface. 

 

SUMMARY:  CHECKLIST FOR EVALUATING OPTIONS 

To summarize, here is a checklist you can use to evaluate hyper-converged storage options: 

1) Hardware dependencies 

a) What hardware will I need to make the solution work? 

b) Can the components be upgraded independently? 

c) Which vendor(s) can I purchase nodes/equipment/components for this solution?  

 

2) Multi-nodal architecture  

a) What is the minimum number of nodes for high availability? 

b) What is the recommended number of nodes considering HA & performance? 

c) What is the total cost of a node (hardware + software)? 

 

3) Manageability  

a) Which storage services will you use with the solution? 

b) Are the storage services best-of-breed or middling? 

c) Does the storage service include capacity management? 

d) How does the solution scale storage capacity independent of compute? 

e) Does the solution work with other hypervisors as well as non-virtualized environments? 
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4) Hardware utilization efficiency 

a) Does the solution require flash technology? If so, how is it used? 

b) Does the solution use DRAM and flash appropriately? 

c) Does the solution require that you retire your existing storage investments before you 

are ready (i.e., rip and replace)? 

 

5) High Availability Clustering 

a) Is nodal clustering functionality integral to the solution or provided via the operating 

system, hypervisor or third party clustering software? 

b) How is data mirroring configured and administered? 

c) Are all nodes in the cluster required to have identical configurations? 

d) Are memory caches and buffers mirrored between nodes? 

 

6) Mirror Test and Validation 

a) How are mirrors tested using this solution? 

b) Can mirrors be verified before failing over between nodes? 

c) Is nodal failover an automatic process or is manual intervention required? 

 

7) Fail-Back 

a) How are mirrors tested using this solution? 

b) Can mirrors be verified before failing over between nodes? 

 

8) Metro Clustering 

a) Does the solution support stretch or metro clustering across a WAN or MAN? 

b) Is synchronous and asynchronous mirroring capability included in the solution? 

c) Do local and remote nodes need to have identical hardware? 

 

9) DRAM Support 

a) Is Dynamic RAM supported for buffering writes? 

b) How is a DRAM buffer protected from data loss? 

 

10) General Fitness to Purpose 

a) Is the hyper-converged solution suited to the environment in which it will be deployed 

in terms of power consumption, cooling requirements, noise requirements, physical 

space available? 

b) Do staff possess adequate skills to deploy, manage and administer the solution? 

c) If training is required, is it available from the vendor?  At what price? 

d) Will the solution support the workloads/hypervisors that you have? 
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In the final analysis, the requirements that will determine the best choice of a hyper-converged 

computing model will vary from one organization to the next.  In general, the best choices will 

be server hypervisor and storage hardware “agnostic.”  Beyond that, planners will need to 

match alternatives to their budgetary, availability and performance requirements to determine 

the best fit. 

  


