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The  ability  to  mine  pools of data as a way to 

advance knowledge is nothing new. In fact, it has 

been a mainstay of science and commerce for 

more than a century – long before the invention of 

computers, databases, and the like. 

In 1854, for example, London physician John 

Snow recorded the location of cases of cholera 

during an outbreak in London’s Soho district. The 

map he produced from that data helped establish 

the link between cholera and waterborne patho-

gens and pinpointed a public water pump on Broad 

Street as the source of the outbreak. Officials acted 

on the data, removing the pump handle as a crucial 

step to stopping the spread of the disease.

Snow’s research in the 19th century might be 

considered a triumph of “small data” analysis. 

Today, of course, the term of art is “big data,” a 

phrase that refers to massive quantities of both 

structured data held in conventional databases and 

semi-structured data such as log files, location data, 

social media content, and rich media.

Gartner is credited with the canonical “three 

Vs” definition of big data: “high volume, high 

velocity, and/or high variety information assets 

that require new forms of processing to enable 

enhanced decision making, insight discovery, and 

process optimization.” Here, “velocity” refers 

to data that updates at a rapid pace, whereas 

“variety” acknowledges that big data tends to 

come in multiple formats and degrees of structure.

The great enabler: Scale-out 
computing
Ultimately, big data changes a massive burden on 

IT -- exponentially expanding data storage -- into 

an enormous asset that can be plumbed for valu-

able insight.

As recently as a decade ago, harvesting the 

wisdom lurking in such massive troves of data, 

particularly the semi-structured stuff, was little 

more than a dream even for wealthy firms. The 

tools needed to store, organize, and analyze that 

data simply didn’t exist; or, if they did, the costs to 

acquire, deploy, and maintain them were prohibitive.

Today, however, advances on multiple fronts 

have made that dream a reality. New solu-

tions such as Hadoop, an open source software 

framework ideal for developing apps that derive 

meaning from semi-structured data, are built 

to run in distributed fashion across commodity 

server clusters. Open source NoSQL databases 

such as MongoDB, Cassandra, Couchbase, Neo4j, 

and others offer similar economies of scale: To 

add compute and storage capacity, you simply 

add another commodity server in an architecture 

that allows for the inevitable failure of individual 

nodes without data loss. 

Big data solutions can be run on premises 

or in the public cloud -- where many big data 

solutions originated. Commercial clouds such as 

Amazon EC2 (Elastic Compute Cloud) provide 

per-drink access to thousands of processor 

cores and massive amounts of on-demand data 

storage. Today, with nothing more than a Web 

browser, an Internet connection, and a valid credit 

card, anyone can harness the power of 32 virtual 

CPUs, 60GB of memory, and 600GB of storage 

for about $1.70 per hour. 

Scale-out computing allows data scientists to 

apply a divide-and-conquer approach to big data 

New analysis tools and abundant processing power unlock 
critical insights from vast volumes of corporate and external data

BY DAVID S. LINTHICUM
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computing problems, using distributed processing 

to return results almost instantaneously from 

huge data sets. At the same time, advanced 

analytics and data visualization technology makes 

large and complex data sets understandable, 

enabling domain experts to spot underlying 

trends and patterns.

The market for big data technologies 

is riding a sharp growth curve. A 2014 IDC 

report predicted that the big data technology 

and services market will grow at a 26 percent 

compound annual growth rate to $41.5 billion 

through 2018 or about six times the growth rate 

of the overall information technology market. 

A.T. Kearney forecasts global spending on big 

data hardware, software, and services will grow 

at a compound annual growth rate of 30 percent 

through 2018. By then, the total market size for 

big data services and technology will be $114 

billion. Big data is projected to be a $28.5 billion 

market in 2014, growing to $50.1 billion in 2015, 

according to Wikkbon. 

The business case:  
Old data, new opportunities
The business benefits of big data are clear. On the 

one hand, businesses can derive meaning from 

data that once merely took up space on applica-

tion servers or (far enough back) backup tapes 

and file cabinets. Think website clickstream data, 

system event logs, and so on. That data can then 

be applied using a whole new world of vertical 

applications.

Coupled with the proper data visualization 

tools, big data enables those with domain exper-

tise to develop a more direct relationship with the 

data and spot patterns that an analytics profes-

sional might miss.

The use cases are limited only by the imagina-

tion. Some examples: 

• Retailers are beginning to use technology 

such as Apple’s iBeacon to track not just 

which customers enter their stores, but 

what they do in the store once they cross 

the threshold. That includes data on what 

products or displays they pause in front of 

and for how long. Matching that up with 

checkout data on what customers end up 

buying will revolutionize the way stores 

are organized and products are marketed 

and sold.

• Express Scripts, which processes 1.4 billion 

prescriptions a year, is using data analytics 

from doctors’ offices, pharmacies, hospi-

tals, and labs to identify patients who are 

at risk of not taking medication or to spot 

possible adverse drug interactions.

• In a 2013 pilot, GE Aviation collected 

full flight information on 15,000 flights 

from 25 different airlines at about 14GB 

of metrics per flight. GE was eventually 

able to integrate those terabytes of flight 

data to realize cost savings of 10 times. 

By 2015, GE plans to monitor 10 million 

flights annually, collecting 1,500TB of full 

flight operational data.

The adoption of data analytics has been 

so effective and fast moving that the FTC felt 

compelled to warn businesses about the danger 

of using big data analytics to unfairly target or 

disadvantage certain groups. They refer specifi-

cally to data that was previously thought of as 

innocuous, such as electric bills, clickstream data, 

credit card transactions, even toll booth data, 

which can now be analyzed to derive new conclu-

sions that approach violations of privacy. 

Reaching out to the cloud 
One of the more exciting areas of big data involves 

data sources that are related to your business, but 

were not collected or stored by the business itself. 

On a simple level, this might entail mashing up 

your existing sales trends with key economic data 

-- or, as is in vogue now, data about trending topics 

on social networking sites. This is where privacy 

advocates are getting very nervous. An incredible 

amount of information about individuals can be 

derived from internal data that is mashed up with 

data from external data providers. 

As the cloud grows in popularity, the number 

of data sources available for use in data analytics 

grows as well. These include the ability to mine 

social media data, financial data, and health 

data, all of which are typically accessible using 

well-defined APIs and delivered over the Internet. 

This data, while not of value by itself, can provide 
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some very powerful bits of information when 

considered with other time series data. Examples 

would be a complete profile of an individual’s 

likelihood of committing a crime in the next 

several years, the likelihood that a new product 

line will succeed or fail, and even the likelihood 

that someone or some group of people has an 

undiagnosed health issue which will affect the 

cost of life insurance. 

Companies now specialize in providing this 

data on demand for use within enterprise BI (busi-

ness intelligence), including the larger IaaS and 

PaaS cloud computing providers, such as Google 

and AWS. Even the government offers data on 

demand, as do data providers that are begin-

ning to pop up all over the world just to serve 

the needs of those who support business-critical 

BI services. Indeed, the growth of data providers 

that offer big data analytics services should only 

increase as BI professionals and their stakeholders 

understand the value big data analytics offers. 

Finally, there’s the ability to close the loop. 

More and more automated systems will be able 

to bind big data analytics to business processes, 

which will allow operational systems to react to 

various thresholds in near-real time. This is known 

as embedded analytics, and may be created 

programmatically or configured and exposed 

from within tools that support such services. 

Business examples include analyzing real-time 

delivery metrics and rerouting orders to suppliers 

that have better track records, or automatically 

adjusting production schedules based upon 

predictive sales trends that leverage known corre-

lations with key predictive data.

Platform proliferation
Hadoop is the preferred platform for processing 

large quantities of structured and unstruc-

tured data. The technology uses a distributed 

processing framework and development environ-

ment that typically requires specialized application 

development skills to use effectively.  

The rise of data streaming and big data 

analytics as a service also disrupts this space. 

Amazon now offers its Kineses platform 

for data streaming, and Google has added 

data streaming to BigQuery, the company’s 

cloud-based big data offering. Using this data 

streaming technology, developers can send up 

to 100,000 rows of real-time data per second, as 

well as analyze that data in near real time. This 

is highly useful for BI applications that need to 

leverage real-time information.

In other words, big data analytics is not a niche 

area, but a complex space in its own right, with a 

variety of platforms that may be employed, each 

with their own strengths and weaknesses. Indeed, 

most enterprises will end up leveraging several 

types and brands of databases, which are above 

and beyond their existing traditional databases. 

The larger question is how dedicated big data 

analytics tools fit in companies that already have 

a business analytics infrastructure. Many enter-

prises already have a data warehousing strategy 

and the new big data approaches fly in the face 

of the traditional approaches that many enter-

prises leverage. The transformation to the new 

data analytics infrastructure means huge design 

and implementation challenges, including data 

integration, data security, data governance, data 

visualization, and dealing with data complexity.

Bulking up business intelligence
Traditional business intelligence was developed to 

extract useful conclusions from the analysis of struc-

tured data. However, the insights resulting from 

that analysis have often fallen short due to data sets 

that are old or limited in scope. Also, structured data 

is only a small portion of stored business data. Many 

analysts estimate that structured data accounts for 

only 5 percent of total enterprise data. 

A few key trends within BI relate to the emerging 

use of big data. They include the ability to:

• Leverage both structured and unstruc-

tured data and visualize that data together 

as a single, logical set of information.

• Imply structure at the time of analysis, and 

thus provide flexibility by decoupling the 

underlying structure from structured or 

unstructured physical data.

• Leverage current, or near real time data, 

allowing critical applications, business 

processes, and humans to view the up-to-

the-minute state of the data.

• Access outside data sources in the cloud, 

thus allowing BI analysts to mash up data 

Even the 
government 
offers data on 
demand, as do 
data providers 
that are begin-
ning to pop 
up all over 
the world just 
to serve the 
needs of those 
who support 
business- 
critical  
BI services.
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Big data 
analytics 
can combine 
text, voice, 
streaming 
data, and 
unstructured 
data analytics 
into one struc-
ture that allows 
businesses to 
harness the 
different views 
of related 
information 
into dynamic 
analytical 
models.

from outside of the enterprise to enhance 

or refine the data analysis process.

• Bind data analytics to business processes 

and applications, and thus allow them to 

automatically deal with issues and oppor-

tunities without human intervention.

Big data analytics enables better analytical 

insights by integrating massive amounts of data 

of varying complexity, formats, and timeliness 

into one structured output. Big data analytics 

can combine text, voice, streaming data, and 

unstructured data analytics into one structure that 

allows businesses to harness the different views 

of related information into dynamic analytical 

models. These models can take the form of 

whatever is most appropriate for the analytics, 

including multidimensional, single dimension, 

object-oriented, streaming real-time, etc. 

BI tools are still evolving to support this 

approach to big data analytics. They provide 

better data visualization capabilities that take 

into account the use of near-real-time informa-

tion and the widening range of structured and 

unstructured data. Simply put, if data exists in any 

electronic format, chances are it can be analyzed. 

More data sources, more possibilities
A key challenge for big data analytics is the sheer 

proliferation of data sources that may or may not 

have structure. We aggregate these data sources 

around an implied structure created for the 

purpose of the data query, and then present this 

structure to either a data analytics API or service or 

to a BI tool for the purposes of data visualization or 

other types of interactive analytics (see Figure 1). 

Remember that the prevailing trend is to study 

a mixture of structured and unstructured data. 

The unstructured data may come from a variety of 

sources, including:

• Web pages

• Video and sound files

• Documents

• Streaming data from devices or other databases

• Social media APIs or services that provide 

trending data

• External data sources, such as public data services 

• Legacy unstructured data, such as older text-

based databases

So how does this work? The unstructured and 

structured data is gathered into a file system. For 

this example, we’ll consider a Hadoop Distributed 

File System (HDFS). 

Functions are much the same, conceptually, if we 

leverage other big data database technologies, but 

we may leverage different mechanisms to process 

data within the database technology. Or, you may 

find that your architecture leverages more than one 

database within its big data architecture. Your own 

requirements will determine this structure. 

FIG. 1. MAKING SENSE OF DATA
When leveraging Hadoop for big data analytics, for both structured and unstructured data, the analytical engine 
can return results to the BI tool in a matter of seconds. You can employ BI tools to analyze the data visually or as 
embedded analytics in an enterprise application or business process by using a data analytics API or service. 
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With Hadoop, the data is stored in blocks 

on the various nodes in the Hadoop cluster (see 

Figure 1). The file system creates many replica-

tions of the data blocks, distributing them in the 

cluster in reliable ways for faster retrieval. Block 

sizes may vary, but a typical HDFS block size is 

128MB and is replicated to multiple nodes across 

the cluster. 

We deal only with files, which means the 

content does not adhere to a structure before 

it exists in the file system. Data maps are then 

applied over the unstructured content to define 

the core metadata related to that content. The 

unstructured content may be mapped and 

remapped any number of times to support the 

changing metadata requirements of the analytical 

tools or of others who leverage the data. 

In some instances, Hadoop Hive is employed. 

Hive is a data warehouse system that provides 

data summarization, ad-hoc queries, and analysis 

of large data sets stored in the Hadoop cluster. 

Hive provides a mechanism to project structure 

onto this data and to query the data using a 

SQL-like language called HiveQL. The interface 

depends on your requirements and the data inte-

gration capabilities of your BI tool. 

Another option is Apache Pig. Pig is a 

high-level platform used to create MapReduce 

programs for Hadoop. It abstracts the program-

ming from the MapReduce engine. Like Hive, Pig 

uses its own language to interact with the data.

Generally speaking, when you execute a 

query from a BI tool, the following occurs:

1. The BI tool will reach out to the cluster to get 

the file metadata information. Typically, the BI 

tool will deal directly with a data structure that 

may exist specifically for the analytics use case 

or model (see Figure 2). You should consider this 

structure an abstract representation of the under-

lying structured or unstructured physical data. 

2. From there, the system will reach out to the 

data nodes to get the real data blocks and 

bring those back into the structure. There 

may be any number of physical and logical 

nodes, depending on the requirements of the 

system and how it’s architected. 

3. The MapReduce parallel programming model 

gathers the data from the Hadoop cluster. 

This system deals with the operational details, 

managing the processing load across avail-

able server resources.

4. The requested result set is returned to the BI tool 

for visualization or other types of processing, 

typically bound to specific data structures. 

5. The BI tool can layer this data into defined 

models, including loading the data from the 

result sets directly into a dimensional model 

for complex analytical processing or into 

graphic representations of the data. 

6. The data can be refreshed at any increment 

by repeating this process. 

BI TOOL

TEMPORARY                       STRUCTURE

HADOOP CLUSTER

STRUCTURED DATA UNSTRUCTURED DATA

OPERATIONAL LEGACY

AGGREGATED DATA WITH METADATA

FIG. 2. STRUCTURE ON THE FLY
The BI tools use a structure that can be created just for the purpose of data analytics. The information exists in the 
file system cluster, and metadata is mapped onto the content as required to support the use case. This provides a 
more dynamic and flexible way to approach BI.
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This is a very general scenario, and the BI tools 

you select may have a different approach. Many 

BI tools use mappers that make the data appear 

as if it were stored in a traditional relational 

database. Others take advantage of the native 

features of big data technology, including the 

ability to treat structured and unstructured data 

differently within the analytical models, such as 

leveraging objects. 

Some BI tools load the summarized or aggre-

gated data into a temporary, multidimensional 

“cube” structure (see Figure 3). This allows the 

analyst to visualize the data coming from the big 

data systems in ways that are most useful.

What’s different about this model is that both 

structured and unstructured data can now be 

visualized. Also, new and expanded analysis may 

be creatively derived from the availability of this 

data, such as:

• Reporting or descriptive analytics

• Modeling or predictive analytics

• Clustering

• Affinity grouping

What’s most important about big data 

analytics is the new mind-set that is emerging. 

Data is now something to be explored by anyone 

who needs to explore it. We’re moving away 

from a limited view of our own business data into 

combinations and compilations of data limited 

only by imagination. Moreover, our analytical 

models, such as predictive modeling, provide 

better results because the data is more complete.

Big data visualization and  
analysis use cases
Interest in big data is high within vertical industries, 

but the degree of knowledge and investment 

varies widely (see Figure 4). Education, healthcare, 

and transportation led the pack in 2012.

In 2014, the focus is on putting data into the 

hands of those in operational roles in the business 

or linking this analysis directly to applications 

or business processes. This means putting the 

right data in the hands of the right people at the 

right time. For those building big data analytics 

systems, typically using the technology that 

we described previously, this means rethinking 

approaches from business intelligence that 

FIG. 3. DIMENSIONS OF DATA
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BI tools employ a range of analytical models and structures to analyze big data. In this case, the data is loaded into 
a multidimensional temporary model where it may be visualized in any number of ways.
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focuses on business leaders, to approaches that 

focus on those in more functional roles.

In many instances, this means supporting 

real-time or near-real-time data analytics. An 

example would be a warehouse manager who 

receives predictive analytics with solid estima-

tions of inventory flow into the warehouse over 

the next few months to plan staffing require-

ments, or a physician who gains the ability to 

spot the likelihood of a drug allergy, even though 

the patient did not disclose one, based upon all 

tracked patient factors. There is even the ability to 

leverage data that flows off of an industrial robot 

to determine the likelihood that a failure will 

occur during the next 4,000 hours of operation. 

Considering the following use cases:

Use case: Business process improvement 
Big data analytics enable companies to examine 

the state of their business with greater detail 

and accuracy, including the productivity of their 

business processes. Analytics coupled with data 

visualization shine a bright light on areas where 

business processes fall short. 

For example, using data visualization, a busi-

ness can zoom in on the process of recording 

a sale and processing it for shipping, while 

exploring the relationship between that business 

process and customer satisfaction. Optimizing the 

process seldom fails to increase repeat business.

Use case: Business-critical application 
augmentation
Embedded big data analytics, coupled with opera-

tional enterprise applications, can deliver enormous 

business value. For example, a company could 

augment a shipping application with analytical infor-

mation about on-time delivery records culled from 

perhaps terabytes of PDF shipping records gathered 

over the years. That data might also be mashed 

up with information from outside sources, such as 

complaints recorded in social media or blogs. 

Use case: Improving healthcare treatment 
and outcomes
A healthcare system stores our information in 

different places using different formats, which 

has made it difficult or impossible to analyze this 

data as a single cluster of information. With big 

data analytics, we can now gather all structured 

and unstructured healthcare data and place this 

content into a single cluster for analysis by a BI 

tool. This improves healthcare professionals’ 

ability to determine patterns of treatment success 

by analyzing holistic patient data and treatments 

that led to the desired outcome. 
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FIG. 4. HAS YOUR ORGANIZATION ALREADY INVESTED IN TECHNOLOGY 
SPECIFICALLY DESIGNED TO ADDRESS THE BIG DATA CHALLENGE?

According to Gartner, almost all verticals are investing in big data analytics, with education, transportation, and 
healthcare leading the way.
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Use case: Improving retail business  
performance
Retail businesses depend on an in-depth under-

standing of specific markets and customers to 

gain competitive advantages. Here, big data 

analytics has huge potential value. Those who 

drive the BI tools can create models that deter-

mine the success of a product based upon predic-

tive data points gathered from huge amounts of 

unstructured data. 

This data may include demographics infor-

mation around the existing customer base, as 

compared to the number of times the product 

is mentioned within social media systems, as 

compared to patterns around the success of 

products sold in the past, as compared to weather 

patterns that may affect the use of the product 

(say, a down coat in a very cold winter). The idea is 

to provide those who make critical decisions in the 

retail space with the means to slice and dice all the 

relevant data to determine which products to adver-

tise, discount, or display adjacent to other products. 

Use case: Improving transportation systems
Transportation systems depend on efficiencies. 

For example, airlines need to select the best and 

most profitable routes. Using big data analytics, 

they can predict the profitability of those routes 

by leveraging historical data visualized with key 

predictive metrics applied to data gathered from 

external sources. 

Big data analytics allows airlines to gather 

years and years of flight data from the govern-

ment, including point of origin, number of 

passengers, on-time records, etc. They can then 

look at this data with known pricing informa-

tion from other carriers. Add in predictive data, 

the number of times the destination appeared in 

Web searches over the past several years, and the 

number of times it’s been mentioned on social 

networking sites as well. By modeling this data 

within a BI tool, the airline would have a good 

idea as to the past use and profitability of the 

route, as well as the future possibility that tickets 

would sell, and at what price. 

Mapping a path for your business
To fully capitalize on big data analytics, you need 

to free yourself from the limitations of traditional 

BI and data warehousing. Unfortunately, those 

who created BI often attempt to force traditional 

BI approaches (square peg) into the new world of 

big data (round hole). As a result, they miss the full 

potential of this technology or fail altogether. 

What’s more, the big data technology market 

has actually gotten more fragmented and 

complex. Earlier everyone was heading for a pure 

Hadoop-type of implementation, but now enter-

prises are quickly learning that their specific needs 

may require special-purpose databases, such as 

in-memory, NoSQL, or some other database tech-

nology that is built around a specific capability, 

such as performance, mass data storage, or its 

ability to operate within a public cloud provider. 

The use of public clouds as hosts for this big 

data technology provides both opportunity and 

confusion. Big data technologies typically provide 

a cloud-based multi-tenant offering, along with 

their on-premise version. While the public cloud 

provides an advantage when it comes to scal-

ability and cost, enterprises need to deal with 

security and compliance issues. Moreover, most 

of the current data exists on site and will need to 

be integrated with those big data systems hosted 

within public clouds.

That said, big data analytics opportunities for 

businesses are far too valuable to ignore. Most 

enterprises need to form a big data strategy right 

now or refresh an existing big data strategy that 

may have been formed a few years ago. To that 

end, here’s a rough outline of how to implement 

big data analytics in your own business:

1. Understand your core business require-

ments for this technology and create a 

business case. Make sure to focus on both 

the strategic value, such as the ability to 

understand the business better holistically, 

and the tactical value, such as the ability to 

significantly reduce inventory costs in the 

next several years.

2. Define your data sources. Where are they? 

What are they? What’s the best way to 

reach and replicate them when required? 

This means defining data integration 

issues in terms of how the data is able to 

move from point A to point B. 
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3. Define known use cases, including the 

analytical models you will need to under-

stand aspects of your data. 

4. Create a proof-of-concept to both learn 

about the technology and better under-

stand the complexities of bringing the 

technology into the enterprise.

5. Consider performance, security, and data 

governance. These issues are often over-

looked, but they are ultimately required for 

a successful implementation.

6. Spend the time and money to evaluate BI 

technology in terms of features and functions. 

BI and data visualization provide your window 

into the data, and any limitations in those two 

areas will limit the value of the data.

7. Define the metrics of success. Evaluate 

what’s working and what’s not after a year 

of living with big data analytics technology. 

Adjustments can be made with very little 

disruption. 

8. Finally, make sure to create a road map 

for this technology. Include how it will be 

leveraged today and into short- and long-

term business planning. Understand the 

trends in the technology you’re looking to 

implement, including which approaches, 

technologies, and companies are likely 

to succeed, and which ones will be most 

useful to your enterprise in the future.

The value of this technology is very clear to those 

in business. The ability to work with good informa-

tion has always been the big challenge for IT. Now 

we have the tools to address this issue, and it’s up 

to you to make it work. n
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