
eGuide
In this eGuide

Managing  
Big Data Growth

Efficiency Will Hold 
Down Storage Growth

Big Data Needs 
Virtualization

Avoiding a Big 
Data Bust

Return of the 
Chief Data Officer

Big Data  
Overload

Myths About 
Big Data
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In this eGuide, CIO, Computerworld, Network World, InfoWorld, and IT World examine the challenge of managing big data 
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How to Manage Big Data Overload
By Stacy Collett • Computerworld

It used to be only for scientists, Internet giants and the 

mega-social-media set—Amazon, Twitter, Facebook, Shut-

terfly. But now, more and more enterprises of all kinds 

are aiming to gain a competitive edge by tapping into big 

data in hopes of unearthing the valuable information it 

can hold. Today, companies such as Walmart, Campbell 

Soup, Pfizer, Merck and convenience store chain Wawa 

have big plans for their big data. Some are venturing into 

big data analytics to respond to customers faster, keep 

better track of customer information or get new products 

to market quicker.

“Any business in this Internet Age, if they don’t do it, 

their competition is going to do it,” says Ashish Nadkarni, a 

storage analyst at IDC. Organizations of all sizes are being 

inundated by data, from both internal and external sources. 

Much of that data is streaming in real time—and much of it 

is rendered obsolete in minutes, hours or a few days.

The resulting growth of storage needs is especially trou-

bling for large enterprises, where the amount of structured 

and unstructured data requiring storage grew an average 

of 44% from 2010 to 2011, according to Aberdeen Group. 

At companies of all sizes, data storage requirements are 

doubling every 2.5 years. What’s more, different tools are 

required to optimize the storage of video, spreadsheets, 

formatted databases and fully unstructured data.

“The challenge is to try to keep your spending on storage 

from being linear with your rising storage requirements,” 

says Dick Csaplar, a virtualization and storage analyst at 

Aberdeen. Technologies that can help mainstream users 

of big data avoid that fate include storage virtualization, 

deduplication and storage tiering. For heavy-hitters, such 

as scientists, social media websites and simulation de-

velopers, object-oriented and relational database storage 

are the best options.

But the nuts and bolts of systems designed to hold pet-

abytes (and more) of data in an easily accessible format 

are more complex than the inner workings of everyday 

storage platforms. Here’s some expert advice on manag-

ing and storing big data.

What kind of data are you analyzing?
The type of storage required depends on the type and 

amount of data you’re analyzing. All data has a shelf life. 

A stock quote, for example, is only relevant for a minute or 

Feature

Complex requirements and relentless demands for 
capacity vex storage administrators;  here’s how to 
handle the data deluge
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two before the price changes. A baseball score is sought 

after for about 24 hours, or until the next game. This type 

of data needs to reside in primary storage when it is most 

in demand and can then be moved to cheaper storage. A 

look at trends over multiple years supports the idea that 

data stored for long periods of time usually doesn’t need 

to be on easily accessible primary drives.

How much storage do you really need?
The amount and type of storage you need for big data 

depends on both the amount of data you need to store 

and how long that data will remain useful. There are three 

types of data involved in big data analytics, Nadkarni 

says. “It could be streaming data from multiple sources 

being sent to you literally every second, and your time 

slice is a few minutes before that data becomes old,” he 

says. This kind of data includes updates on weather, traf-

fic, trending topics on social networks and tweets about 

events around the world. Big data can also include data at 

rest or data generated and controlled by the business for 

moderate use. Streaming data requires only fast capture 

and analytics capabilities, Nadkarni says. “Once you’ve 

analyzed it, you don’t need it anymore.” But for data at 

rest or business-controlled data, “it is incumbent upon 

you to store it,” he says.

What type of storage tools work best?
For enterprises just starting to grapple with big data stor-

age and analysis, industry watchers advocate storage 

virtualization to get all storage under one umbrella, dedu-

plication to compress data and a tiered storage approach 

to ensure that the most valuable data is kept in the most 

easily accessible systems.

Storage virtualization provides an abstraction layer of 

software that hides physical devices from the user and 

allows all devices to be managed as a single pool. While 

server virtualization is a well-established component of 

today’s IT infrastructures, storage virtualization has yet to 

catch on. In a February 2012 Aberdeen survey of 106 

large companies, only 20% of the respondents said that 

they have a single storage management application. The 

average was three management applications for 3.2 stor-

age devices.

However, many storage vendors are reluctant to have 

their devices managed by another vendor’s product. Stor-

age virtualization is “much more complex [and] takes 

more time, so it hasn’t caught on like server virtualiza-

tion,” Csaplar says. Instead, many storage administrators 

are looking at cloud-type implementations for third- or 

fourth-tier storage to move data more easily across dif-

ferent infrastructures and reduce storage costs. “Some 

companies have done it and gotten good results, but it’s 

not a slam dunk,” he adds.

Csaplar expects to see an increase in utilization of 

cloud-based storage and other cloud-based computing 

resources in the near future as network connectivity im-

proves, costs decline and the ability to encrypt and de-

crypt data in flight improves. “With the cloud, you get 

a monthly bill paid out of the operational budget, not a 

separate capital budget,” he says.

Deduplication and compression
Administrators can shrink the amount of storage needed 

with deduplication, which eliminates redundant data by 

using data compression tools that identify short repeated 

identical strings in individual files and store only a single 

copy of each.

How much can storage needs be reduced? In the Ab-

erdeen survey, 13% of the respondents said they had 

http://www.cio.com
http://www.computerworld.com
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reduced data by 50%, but a more likely figure for most 

enterprises would be a 30% to 50% reduction of highly 

repetitive, structured data, Csaplar says.

Storage Tiering
Once the business decides what data it wants to analyze, 

storage administrators can put the newest and most impor-

tant data on the fastest and most reliable storage medium. 

As the data grows older, it can be moved to slower, cheaper 

storage. Systems that automate the storage tiering process 

are gaining ground, but they’re still not widely used.

When developing storage levels, administrators must 

consider the storage technology, the speed of the device 

and the form of RAID needed to protect the data. The 

standard answer to failover is replication, usually in the 

form of RAID arrays. But at massive scales, RAID can cre-

ate more problems than it solves, says Neil Day, a senior 

vice president and CTO at Shutterfly, an online photo site 

that allows users to store an unlimited number of images 

at the original resolution. Storage has exceeded 30 pet-

abytes of data.

In a traditional RAID data storage scheme, copies of 

each piece of data are mirrored and stored on the various 

disks of the array, ensuring integrity and availability. But 

that means a single piece of data stored and mirrored can 

inflate to require more than five times its size in storage. As 

the drives used in RAID arrays get larger—3-terabyte drives 

are very attractive from a density and power consumption 

perspective—the time it takes to get a replacement for a 

failed drive back to full parity grows longer and longer.

Shutterfly eventually adopted erasure code technology, 

where a piece of data can be broken into chunks, each 

useless on its own, and dispersed to different disk drives 

or servers. At any time, the data can be fully reassembled 

with a fraction of the chunks, even if multiple chunks have 

been lost due to drive failures. In other words, you don’t 

need to create multiple copies of data; a single instance 

can ensure data integrity and availability. Because era-

sure codes are software-based, the technology can be 

used with commodity hardware, bringing down the cost 

of scaling even more. One of the early vendors of era-

sure-code-based software is Cleversafe, which has added 

location information to create what it calls dispersal cod-

ing, allowing users to store chunks—or slices, as it calls 

them—in geographically separate places, like multiple 

data centers.

Mega-big-data users
Like Shutterfly, enterprises with massive storage needs 

must look beyond block storage, Nadkarni says. “When 

you’re talking about massive data sets in the petabyte 

When developing storage levels, administrators must consider the  
storage technology, the speed of the device and the form of RAID needed 
to protect the data.

All things  
considered

http://www.cio.com
http://www.computerworld.com
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range, you have to look at either object-based storage or 

a distributed file system,” he says. “Think about [com-

mercial offerings like] EMC’s Isilon scale-out storage or 

the Dell Fluid File System... and open-source solutions, 

as well. They’re much cheaper to store data, and from 

a performance perspective, they can offer you a much 

better price/performance ratio. And ultimately, they’re 

scalable.” Users of commercial software often have data 

that is partially disposable or has very little post-process 

requirements, he adds.

Fewer administrators required
When deployed correctly, storage virtualization, dedu-

plication, storage tiering and erasure code technologies 

should reduce your need for administrators, because the 

tools enable you to manage data through a single pane 

of glass. In Shutterfly’s case, the automated storage infra-

structure allowed the company to slow the growth of its 

maintenance staff. As the company’s daily maintenance 

workload declines, administrators can spend more time 

on proactive projects.

In some cases, big data projects are done by special 

teams, not traditional IT staff, Nadkarni says. “They’re 

owned and operated by business units because the IT 

infrastructure is not agile enough to support big data en-

vironments or may not have the skill set for it. You might 

have a situation where storage administrators aren’t in-

volved,” he says. “Or they might just have a small role 

where [they provision] some storage and everything else 

is done by the systems folks.”

Coming soon
One trend Nadkarni sees catching on is the concept of 

moving the compute layer to the data. “You look at so-

lutions from Cleversafe and solutions from other storage 

providers who are building compute capabilities in the 

storage layer,” he says. “It is no longer feasible to move 

data to where the compute layer sits. It’s practically im-

possible, especially if you only have a few minutes to ana-

lyze the data before it gets stale. So why don’t I let the 

compute layer sit where the data sits?”

Cleversafe offers a high-end, Hadoop-based solution for 

big data heavy-hitters like Shutterfly, “but they’re trying to 

make it more all-purpose,” Nadkarni says. “Cleversafe breaks 

the model of procuring [compute power] from one vendor 

and app storage from another vendor.” To be successful with 

mainstream enterprises, “business units will have to start 

thinking in different ways. I’m confident that it will eventually 

catch on, because the efficiencies in the current model just 

don’t lend themselves to be favorable for big data.”

He adds, “Big data is a way for people to maintain their 

competitive edge. In order to make the most out of their 

data, they’re going to have to change processes and the 

way they function as a company—they’re going to have 

to be very quick to derive the value from this data.” But 

before diving into a new big data storage infrastructure, 

“people have to do their homework,” Csaplar says. “Re-

search it and talk to people who’ve done it before. It’s not 

cutting-edge, so talk to someone who has already done it 

so you don’t make the same mistakes they’ve made.” •

http://www.cio.com
http://www.computerworld.com
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Efficiency Will Hold Down Storage 
Growth, IDC says

Lean storage techniques will keep a lid on storage invest-

ments over the next few years, though the world’s enter-

prises still are on track to buy 138 exabytes of storage 

system capacity in 2017, IDC said.

Annual sales of storage capacity will grow by more than 

30 percent every year between 2013 and 2017, according 

to a forecast by the research company. But that growth 

will be slower than the steep pace recorded a few years 

ago because organizations have adopted ways of using 

storage more efficiently, including cloud storage services, 

IDC analyst Natalya Yezhkova said. Data deduplication, 

data compression, thin provisioning and storage virtual-

ization all will help enterprises limit their purchases of new 

storage capacity, Yezhkova said. Those techniques can re-

duce the amount of space consumed by a given bit of 

information or help companies allocate new storage as 

needed instead of overbuying.

IDC estimates more than 102 exabytes of external and 

36 exabytes of internal storage system capacity will be 

sold in 2017, up from just 20 exabytes of external and 

8 exabytes of internal capacity in 2012. External storage 

sits outside of servers, while internal goes inside them. 

That means the average amount of storage space com-

panies acquire will grow by an average of 35 percent to 

40 percent per year for external storage and 33 percent 

to 38 percent for internal, IDC said. That rate should stay 

pretty constant all through the forecast period, according 

to Yezhkova. In terms of enterprises’ storage spending, 

the annual average growth rate will be 4.1 percent, hitting 

$42.5 billion in 2017.

Though fast, the annual growth rate from 2013 through 

2017 will be dramatically slower than what it was before 

new efficiency techniques took hold, she said. Enterpris-

es added 65 percent more storage space in 2005 and 

59 percent in 2006 and 2007, according to Yezhkova. 

She went back to those years for comparison because 

the world financial crisis distorted storage spending from 

2008 to 2011.

Part of the reason enterprises will be adding capacity 

more slowly in the coming years is that some will send 

their data to cloud storage services, Yezhkova said. If those 

By Stephen Lawson • IDG News Service

Market research

Data deduplication, storage virtualization and 
other techniques ease the amount of new capacity 
companies need

http://www.cio.com
http://www.computerworld.com
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cloud providers buy drives directly and assemble their own 

storage systems, they don’t show up in this IDC forecast. 

Google, for example, builds its own storage systems, she 

said. Among enterprises, only the largest ones with the 

biggest IT staffs would take that approach, Yezhkova said. 

However, when companies shift some of their storage to 

cloud services, they are putting it on infrastructure that’s 

typically more efficient, she said. Because they’re in the 

business of storage, cloud providers run a tight ship.

Also in its report, IDC said developing countries are on 

their way to outpace more mature economies in storage 

spending. This will be largely because of faster economic 

growth in those countries, Yezhkova said. For example, 

IDC expects the region of Central Europe, Middle East and 

Africa, which includes growing Eastern European econo-

mies, to surpass Japan’s storage spending next year. By 

2015, the Asia-Pacific region, excluding Japan, will pass 

up Western Europe, IDC said. •

Part of the reason enterprises will be adding capacity more slowly in the 
coming years is that some will send their data to cloud storage servicesClouded vision

http://www.cio.com
http://www.computerworld.com
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Big Data Needs Data Virtualization

Big data in the cloud has so many potential functional 

service layers sprawling across so many nodes, clusters, 

and tiers that it’s easy to feel overwhelmed. Take a deep 

breath. Your first step should be to plan a comprehensive 

cloud data virtualization infrastructure. Virtualized cloud 

analytics is the big data paradigm for the new era. As an 

integration approach, it ensures unified access, modeling, 

deployment, optimization, and management of big data 

as a heterogeneous resource.

Data virtualization, like any virtualization, is an ap-

proach that allows you to access, administer, and opti-

mize a heterogeneous infrastructure as if it were a single, 

logically unified resource. This enables you to abstract 

the external interface from the internal implementation 

of some service, functionality, or other resource. Data vir-

tualization’s centerpiece is an abstraction layer, such as 

any of the SQL-virtualization approaches that support logi-

cally unified access, query, reporting, predictive analytics, 

and other applications against disparate back-end data 

repositories, such as relational, Hadoop, NoSQL, and so 

forth. Of course, data virtualization may in turn rely on 

other layers of infrastructure virtualization, such as stor-

age and server platforms, in some cases spread across 

geographic locations and multiple cloud environments.

However many layers you’re discussing, virtualization is 

the epitome of unsexy data topics. But it’s fundamental 

if you want your big data cloud platform to address the 

following business imperatives:

• An advanced-analytic resource of elastic, fluid  

topology

• An all-consuming resource that ingests information 

originating in any source, format, and schema

• A latency-agile resource that persists, aggregates, 

and processes any dynamic mix of at-rest and in-

motion information

• A federated resource that sprawls within and 

across value chains, spanning both private and 

public clouds

• A seamless interoperability resource that lets you 

change, scale, and evolve back-end data platforms 

without breaking interoperability with existing tools 

and applications

Yes, that’s a tall order. Clearly, data virtualization and 

its virtualized underpinnings are much easier to talk about 

than to do. Plus, it is not cheap to implement, administer, 

or optimize.

By James Kobielus • InfoWorld

Column

To fulfill the promise of big data, you need to  
abstract data from its underpinnings—at both the 
data and infrastructure layers

http://www.cio.com
http://www.computerworld.com
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Cloud-based big data will require virtualized infrastruc-

tures of growing complexity. It’s no surprise that most 

data professionals approach this messy topic in much 

the same way that astronomers attempt to map the uni-

verse’s dark matter. They know it’s an essential, albeit te-

dious, chore. Truth be told, big data professionals would 

much prefer to point their strategic telescopes toward the 

sexy orbs—Hadoop, NoSQL, and so on—that shine bright-

est in the new technology firmament.

As the range of your cloudy big data applications 

grows, you’ll almost certainly have to go further down the 

virtualization path. The stubborn heterogeneity of hybrid-

ized big data clouds will push you in that direction. Within 

your private clouds, constant big data platform churn will 

require a virtualization fabric that bridges new approach-

es with your legacy investments. Churn will stem from your 

ongoing platform modernization and migration efforts, 

from your need to incorporate innovative, fit-for-purpose 

platforms into your cloud, and from vendors’ product-en-

hancement cycles. Unless you put all of your big data ini-

tiatives on a “one size fits all” public cloud service, you’ll 

need to virtualize access to public, private, and hybrid 

cloud architectures in various shifting combinations.

Clearly, the extent to which you’ll go the data-virtualiza-

tion route will depend on the complexity of your business 

requirements and big data environment. It will also depend 

on your tolerance for risk, complexity, and headaches.

In the coming years, as more complex analytic models, 

rules, and information converge on the big data cloud, 

that platform will become a centerpiece of virtualized 

access, execution, and administration. Within this new 

world, MapReduce will be the key (but not the only) devel-

opment framework. Instead, MapReduce will form part of 

a broader, but still largely undefined virtualization archi-

tecture for inline analytics and transactional computing.

Nobody yet has stepped forward to outline the layers, 

interfaces, and abstractions that will glue the cloud big 

data universe together from end to end. That’s yet another 

tall order. •

Churn will require a virtualization fabric that bridges new approaches with 
legacy investments. Churn will stem from platform modernization and  
migration efforts, the need to incorporate fit-for-purpose platforms into  
your cloud, and from vendors’ product-enhancement cycles. 

We don’t  
mean butter
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5 Strategic Tips for Avoiding a 
Big Data Bust
By Bob Violino • InfoWorld

“Big data” has arrived as a big business initiative. But 

the hip, experimental, ad hoc veneer of blending data 

streams to surface bold discoveries belies a massive cul-

tural and technological undertaking not every organiza-

tion is ready for.

Without a strategic plan that includes coherent goals, 

strong data governance, rigorous processes for ensuring 

data accuracy, and the right mentality and people, big 

data initiatives can easily end up being a big-time liability 

rather than a valuable asset.

Following are five strategic tips for avoiding big data 

failure. In many cases, the advice pertains to any data 

management project, regardless of the size of the data 

set. But the advent of massive data stores has brought 

with it a particular set of pitfalls. Here’s how to increase 

the chances that your organization’s urge to mix large 

data pools from disparate sources is a success.

Big data success tip No. 1:

Make big data a central 
business tenet
Rearden Commerce CTO Phil Steitz succinctly sums up 

the single most important driver of big data success: You 

must integrate analytics and data-driven decision making 

into the core of your business strategy. “If ‘big data’ is just 

a buzzword internally, it becomes a solution looking for a 

problem,” Steitz says.

For Rearden Commerce, whose e-commerce platform 

leverages big data and other resources to optimize the ex-

change of goods, services, and information between buy-

ers and sellers, the concept of “absolute relevance”—put-

ting the right commercial opportunity in front of the right 

economic agent at the right time—is key. “It is an example 

of this kind of thinking originating and centrally driving 

strategy at the top of the house,” Steitz says.

Part of this approach includes developing a small, high-

powered team of data scientists, semantic analysts, and 

big data engineers, then opening a sustained, two-way 

dialog between that team and forward-thinking decision 

makers in the business, Steitz says. “The biggest chal-

Tips

Failed expectations, increased costs, unnecessary legal 
risks—going blind into a big data project doesn’t pay

http://www.cio.com
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lenge in really getting value out of contemporary analytics 

and semantic analysis technologies is that the technolo-

gists who can really bring out what is possible need to be 

deeply engaged with business leaders who ‘get it’ and can 

help winnow out what is really valuable,” Steitz says.

Another key success factor in making big data a part of 

the overall business strategy is effective management of data 

partnerships. “Really optimizing customer experience and 

economic value in today’s world inevitably requires sharing 

data across enterprises,” Steitz says. “Naïve approaches to 

this—‘just send us your full transaction file nightly’—fail miser-

ably for operational as well as privacy and security reasons.”

Big data success tip No. 2:

Data governance  
is essential
Big data projects bring with them significant concerns over 

security, privacy, and regulatory compliance. Nowhere is 

this a more sensitive issue than in the health care industry.

Health care provider Beth Israel Deaconess Medical Cen-

ter is one organization becoming increasingly involved in big 

data, as it works with electronic medical records, new health 

care reimbursement models, and the vast amounts of clinical 

and claims data that has been collected over the years. Data 

governance will play a key role. “There will be a lot of pres-

sure put on health IT organizations to turn the data around 

rapidly,” says Bill Gillis, CIO of Beth Israel Deaconess. 

Having strong governance in place enables organi-

zations to make sure the data is accurate and tells the 

clinical story they need in order to provide quality and 

improved care. “It’s critical that the ‘tyranny of the urgent’ 

not win over,” Gillis says. “Having governance in place up 

front can help avoid that pitfall and keep things on track.”

Of course, security and privacy are a big part of this. 

“Given the uncertainties that surround new big data, for 

the important brands the privacy and security bar is so 

high that the protections afforded for this new data are 

higher than most other traditional external decision data,” 

says Charles Stryker, chairman and CEO of Venture De-

velopment Center, a consulting firm that has provided big 

data advice for companies such as AOL, Cisco, First Data, 

and Yahoo. “No major brand wants to test the limits of 

where the privacy and security line falls,” Stryker says.

From a project’s outset, companies need to consider 

data provenance (the metadata that describes the source 

of the data) and make appropriate pedigree decisions (con-

fidence in the data) when using this data in any big data 

solution, says Louis Chabot, senior technical adviser and big 

data lead at technology and management consulting firm 

DRC, which has helped government agencies implement big 

data projects. “Maintaining data provenance metadata and 

pedigree-based decision making is not something you ‘bolt 

on’ after the fact,” Chabot says. “It is an integral part of 

the initiative that must be designed and included from the 

outset.” When appropriate, Chabot says, specialized tech-

niques such as digital signatures should be used to protect 

provenance from accidental and/or malicious tampering.

Organizations also need to respect data privacy laws 

and regulations. “Various techniques such as anonymiza-

tion of the data, stripping out elements of the data, and 

restricting distribution [and] usage of the data can be 

used” so that organizations are in compliance with secu-

rity and privacy regulations, Chabot says.

Big data success tip No. 3:

Don’t shortchange  
data accuracy
Recent research from Aberdeen Group stresses yet an-

other litmus test for big data success: data accuracy.

http://www.cio.com
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According to the report, best-in-class companies (as deter-

mined by Aberdeen metrics) reported that 94 percent data 

accuracy was their organizational goal and 1 percent improve-

ment was needed to meet this goal. But industry-average 

companies reported a data accuracy goal of 91 percent, and 

needed 18 percent improvement in their data management 

methodologies to achieve this, while “laggards” reported a 

data accuracy goal of 80 percent and needed 40 percent 

improvement in their current performance to reach that.

Here, data cleansing and mastering are critical to big data 

success. “Contrary to some beliefs, this requirement does not 

go away,” says Joe Caserta, founder and CEO of Caserta Con-

cepts, a data management and big data consulting firm. “If 

the big data paradigm is to become the new corporate ana-

lytics platform, it must be able to align customers, products, 

employees, locations, etc., regardless of the data source.” 

In addition, known data quality issues that have long jeopar-

dized credibility of data analyses will have the same impact 

on big data analytics if not properly addressed, he says.

On a typical big data project, data management is often 

“deprioritized” by development staff and can go unresolved, 

DRC’s Chabot notes. Effective data management involves 

ensuring mature techniques—process and automation—are 

put in place to address model management, metadata 

management, reference data management, master data 

management, vocabulary management, data quality man-

agement, and data inventory management, he says.

Big data success tip No. 4:

Pool best practices for 
best results
People are discovering what works and what doesn’t when 

it comes to managing big data and analytics. When they 

are employed by the same organization, why not share 

this knowledge? One way to do this is by creating a big 

data COE (center of excellence), a shared entity that pro-

vides leadership, best practices, and in some cases sup-

port and training.

Typically, COEs have a dedicated budget and are de-

signed to analyze issues; define initiatives, future state, and 

standards; train users; execute plans and maintain prog-

ress, says Eliot Arnold, co-founder of Massive Data Insight, 

a consulting firm that specializes in big data and analytics 

programs. Getting a COE started requires an audit of avail-

able resources and a senior executive sponsor, he says.

While a big data COE is a good idea on paper, its effec-

tiveness will be determined by how well it’s implemented 

in practice, DRC’s Chabot says. There are many basic 

challenges with a COE covering the entire data lifecycle, 

Chabot says, including authoring and identifying the best 

practices; vetting them in a nonbiased fashion; properly 

“If the big data paradigm is to become the new corporate analytics platform, 
it must be able to align customers, products, employees, locations, etc.,  
regardless of the data source.”

— Joe Caserta, founder and CEO, Caserta Concepts

Analyze this
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documenting their applicability; overseeing their adop-

tion; and modernizing them over time.

DRC has defined a big data maturity level similar to the 

CMMI (Capability Maturity Model Integration), a process 

improvement framework used by organizations. The big 

data maturity-level models map out relevant best practic-

es. These are divided into four groups: planning/manage-

ment, project execution, architecture, and deployment/

runtime/execution, for organizations to incrementally 

adopt over time. This avoids the pitfalls of trying to be too 

sophisticated too quickly, Chabot says.

Big data success tip No. 5:

Expertise and  
collaboration are key
Big data is a business initiative, not just a technology proj-

ect, so it’s vital that business and IT leaders are on the 

same page with planning, execution, and maintenance. 

“One of the biggest pitfalls for a program is disconnect 

between IT and the business on who controls strategy 

and initiatives,” Arnold says. “In less mature organizations 

there is no documented strategy, a hodgepodge of tools 

are in production, and decision makers favor intuition for 

charting strategic direction. These types of firms are most-

ly unaware of the asset value of data.”

Business leaders and IT professionals can ensure their 

big data project is successful by carefully identifying ob-

jectives, needs, and requirements; calculating a return on 

their investment; mapping analytical capabilities to busi-

ness/mission needs; and installing a mechanism for con-

tinuous feedback, DRC’s Chabot says. “A big data project 

should be divided into multiple phases, incrementally 

adding value to the organization,” he says. 

But getting IT and business leaders to agree, as well 

as getting departments to work together on data initia-

tives is not always easy. “In my experience, for the major 

companies this is becoming a real corporate challenge,” 

Venture Development Center’s Stryker says. “Does the 

job responsibility associated with chief data officer rest 

within the IT department, the marketing department, the 

risk management department, or do each of these depart-

ments have their own big data initiatives and coordinate 

with each other?”

Companies also need to bring in the necessary ex-

pertise to exploit big data technologies such as Hadoop, 

which has enabled low-cost, computationally efficient 

management of very large data sets and analysis tasks. 

“The paradigm shift to big data introduces a new role in 

the corporate organization, the data scientist,” Caserta 

says. “This role requires deep understanding of advanced 

mathematics, system engineering, data engineering, and 

“In less mature organizations there is no documented strategy, a hodgepodge of tools 
are in production, and decision makers favor intuition for charting strategic direction. 
These types of firms are mostly unaware of the asset value of data.”

— Eliot Arnold, co-founder, Massive Data Insight

It’s what they  
don’t know
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[business] expertise.” In practice, it’s common to use a 

data science team, where statisticians, technologists, 

and business subject matter experts collectively solve 

problems and provide solutions, he says.

Many of the people already working in data analytics 

will need to prepare for culture shock, Caserta says. “Be-

fore a big data project is launched, a strategic readiness 

test should be performed to assess the adoption of the 

new paradigm,” he says. Business analysts will need to be 

retrained or repurposed. The goal of shifting to a big data 

platform may include changing from reactive analysis 

(for example, how well a campaign worked), to predictive 

(what should the next campaign offer), he says, “because 

now we can proactively influence nonbuyers to follow be-

havior patterns of loyal customers; or restimulate active 

customers when their behavior pattern begins to look like 

a lost customer.”

What are the risks of not building a strong, cohesive 

big data strategy? Launching expensive endeavors that 

fail to deliver on their promise. “Typically big data projects 

are multidimensional and complex initiatives,” Chabot 

says. “They require significant upfront planning.” Before 

embarking on a big data project, he says, organization-

al leaders should ensure alignment between strategic, 

functionality, data, analytics, and technology road maps. 

These road maps need to be reflected in a business, sys-

tem, software, data, and technology architecture.

“Misalignment between any of these road maps can 

cause the entire project to derail,” Chabot says. “The risks 

of not having a strong, cohesive big data strategy with 

the proper road maps and architectures are likely to be 

excessive costs, expectation mismatch, lack of value, and 

ultimately program failure.” •

What are the risks of not building a strong, cohesive 
big data strategy? Launching expensive endeavors 
that fail to deliver on their promise.

What could  
possibly go wrong?
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Return of the Chief Data Officer

The position of chief data officer started appearing 

around a decade ago but didn’t really take off. There 

were headlines about appointments at a few large com-

panies, like Capital One and Yahoo, which filled the posi-

tion around 2002. But then the postings died down.

The job title is hot again, but this time it could be 

a real trend. Plus, the job is different than it was a 

decade ago. Gartner recently said it has found more 

than 100 chief data officers in large enterprises today, 

more than double the number Gartner found in 2012.  

A quick search on LinkedIn returns 555 people who 

mention chief data officer in their profiles. Many of 

them come from large enterprises or government agen-

cies, including Samsung, Seattle Children’s Hospital, 

Wells Fargo, the City of Philadelphia, AIG and HSBC. 

Those people, however, have a different role than their 

predecessors.

Cathy Doss, who was chief data officer at Capital 

One from 2002 to 2005, was responsible for the ar-

chitecture of data systems as well as compliance with 

the company’s data policies, according to her LinkedIn 

profile. Similarly, Usama Fayyad, who was Yahoo’s first 

chief data officer, was responsible for architecting Ya-

hoo’s data policies and managing the company’s data 

processing infrastructure and analysis, according to the 

press release announcing his appointment.

But that was before big data. Now, the chief data of-

ficer’s “job is to find new digital revenue from existing 

physical assets. The CDO guides the organization from 

not knowing what they don’t know about the data locked 

in their assets to actually doing something about what 

they know,” Peter Sondergaard, a Gartner analyst, wrote 

last year.

The job is more about getting value from the mounds 

of data that businesses are collecting these days. For 

instance, Mark Ramsey is chief data officer for Samsung 

Telecommunications America, where he is responsible 

for “governance and utilization of information as an as-

set,” including business intelligence and advanced data 

mining, according to his LinkedIn profile.

Given the prevalence of big data in so many kinds of 

businesses, you’d think there’d be lots of opportunities 

for chief data officers. But a search for chief data officer 

jobs on LinkedIn brought back a single ad. Still, grap-

pling with data is sure to continue to be a challenge and 

so it’s likely that more and more roles for data experts 

will pop up. •

By Nancy Gohring • IT World  

Blog

The chief data officer title got popular for a brief 
time over a decade ago—it’s back, but this time 
with a different job description
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10 Big Myths about Big Data

Big Data has dominated tech news of late. It has been 

touted as a possible solution for everything from intrusion 

detection to fraud prevention to curing cancer and setting 

optimal product prices.

But Big Data, which we’re defining as data collected in 

large volumes, at high velocity and in a variety of formats, 

isn’t a cure-all for every problem. In fact, companies that 

believe in some of the myths surrounding Big Data could 

head off in the wrong direction, waste a lot of time and 

money, cost a company its competitive position in the 

market, or damage a company’s reputation.

Here are some of the biggest myths surrounding  

Big Data.

MYTH 1: Only data scientists can deal 
with Big Data
In fact, data scientists by themselves are not enough. 

“Data scientists by themselves aren’t going to be able to 

pull off getting the information out of Big Data if you don’t 

know what you’re looking for in the first place,” says Pat 

Farrell, senior director of data analytics at Penn Medicine. 

“You need people who are familiar with the industry, the 

domain of knowledge, understand what kind of questions 

are out there, what insight would be valuable to your par-

ticular industry.”

Penn Medicine, for example, includes both a health 

system and a school of medicine. For a long time, the 

health system has been collecting clinical data in a data 

warehouse. Meanwhile, in the school of medicine, new 

technology is allowing for the sequencing of human ge-

nomes, which entails a huge amount of data. “We know 

there’s value in there somewhere, and we finally have 

the computing power to access it,” says Farrell. Combin-

ing data analytics with expertise in medicine opens up a 

brand new field of predictive healthcare, he says.

MYTH 2: The bigger the data,  
the bigger the value
It takes time and resources to collect data, house it, and 

catalog it, says Farrell. Indiscriminately collecting large 

masses of data can divert those resources from more 

worthy projects. Farrell recommends that companies have 

a clear idea of the specific metric or key performance in-

dicator that they’re looking for before they start collect-

ing data. “You want to get to the point where you have a 

handful of nuggets of wisdom that are valuable to you,” 

he says. “The data by itself, sitting there, is not enough.”

MYTH 3: Big Data is for big companies
Large companies may have more internal sources of data, 

but even small firms can take advantage of data coming 

in from social media platforms, government agencies, and 

By Maria Korolov • Network World

News

Avoid heading in the 
wrong direction by 
learning the truth
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data vendors. “Regardless of the size of your organization, 

it’s better to make decisions based on data than to simply 

rely on intuition or gut feelings,” says Darin Bartik, executive 

director of product management for Dell Software’s Informa-

tion Management Solutions. Smaller companies may make 

data-driven decisions less often than their bigger counter-

parts, he says, but, when they do, they can make course cor-

rections faster. “Smaller companies can use best practices 

to be more data-driven and actually outpace or outmaneu-

ver bigger, slower competitors,” he says.

MYTH 4: Collect it now, sort it out later
Storage is getting cheaper all the time, but it’s not free. 

However, for many companies, the appetite for data is 

expanding faster than storage costs are decreasing, says 

Brad Peters, CEO of San Francisco-based Birst, a cloud-

based business intelligence vendor. Companies think that 

if they just collect the data, they’ll figure out what to do 

with it later, he says. “I see a number of large corporations 

collecting boatloads of stuff, their expense on it goes up, 

and they don’t get any value out of it.”

In fact, with some data sets, the law of diminishing returns 

starts to apply. Say, for example, you’re polling people to pre-

dict an election. You need a certain number of people to get a 

representative sample. But after a point, adding more people 

won’t significantly affect the margin of error. “Do you store a 

bunch of data you may need that might give you a couple 

more digits of precision?” he asks. “Or do you buy more peo-

ple power? Do you secure your networks better? We’re not 

going too fast as an economy, and budgets aren’t increasing.”

And it’s not just storage costs, says Dean Gonsowski, 

global head of information governance and big data man-

agement at San Francisco-based Recommind, which spe-

cializes in unstructured data analytics.

For example, it may cost the company if the data gets 

out, he says. And having data sitting around in ware-

houses means that it’s subject to e-discovery arising from 

court cases. Finally, the more data, the longer it takes to 

sort through it. “When the repositories get into the billions 

of records, searches take hours or weeks,” he says. “The 

volume of information really start clogging systems that 

were never built to handle those volumes.”

MYTH 5: All data is created equal
The state of Virginia has been collecting data on student 

enrollments, financial aid, and degree awards for the past 

20 years. But that doesn’t mean that the data collected 

20 years ago and stored in the same data field is neces-

sarily the same data. “The biggest problem I deal with, is 

that just because it’s in the data dictionary, researchers 

think it’s fair game,” says Tod Massa, the policy research 

and data warehousing director for Virginia’s State Council 

of Higher Education. “For example, data on student test 

scores on the ACT and SAT were initially only collected on 

in-state students, then there was a gap, then it was col-

lected on both in-state and out-of-state students.” Simi-

larly, race and ethnicity is tracked differently at the K-12 

level and in higher education.

In fact, any particular data point might be reported differ-

ently by different institutions, or at different points in time, 

or by different people at those institutions. “If you’re in an 

isolated shop or enterprise that is solely responsible for the 

data it collects, then you might have a different situation,” 

he says. “But then even, I suspect that the meanings of 

data change over time.” As a result, analysts need to have 

not just statistical skills, but also local knowledge of the 

data and knowledge of trends in the industry as a whole, 

such as SAT and ACT scores being re-calibrated. “You can’t 

program all those things into a data repository,” he says.

http://www.cio.com
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The same applies to external data sources, he adds. 

“Data collections at the federal level have changed dra-

matically over the past 50 years,” he says. “Understand-

ing the culture and context of data collection is really a 

necessity for using the data well.”

MYTH 6: The more specific the  
prediction, the better
It’s human nature to think that something that is more 

specific is more accurate. That `3:12 p.m.’ is more ac-

curate than `sometime in the afternoon.’ That the meteo-

rologist who predicts that it will definitely rain on Sunday 

morning is more accurate than the one who predicts a 

“fifty percent chance of showers this weekend.”

In fact, the opposite is true. In many situations, the 

more exact prediction is less likely to be accurate.

Say, for example, a customer buys a very specific lap-

top, in a very particular configuration. And the only other 

customer to have bought that same product in the past 

also bought a pair of hot pink stilettos.

“A recommendation for hot pink stilettos may be very 

specific, but may be too specific—and have a high mar-

gin of error,” says Jerry Jao, CEO of Retention Science, 

a marketing firm in Santa Monica, Calif. “This is actually 

something we see pretty commonly among business and 

marketing managers,” he says.

MYTH 7: Big Data equals Hadoop
Hadoop, a popular open-source database for unstructured 

data, has been getting a lot of attention lately. But there 

are other options. “There is a whole NoSQL movement,” 

says Irfan Khan, general manager and senior vice presi-

dent at SAP Big Data. “There is MongoDB, Cassandra—a 

whole rack of other technologies.” Some of those technol-

ogies may be a better fit for a particular Big Data project 

than others. In particular, Hadoop works by dividing data 

into chunks, and working on multiple chunks simultane-

ously. This approach works on many Big Data problems, 

but not all of them.

“While YARN and Hadoop 2 address some of this, 

sometimes you need to deal with things in ways that Ha-

doop isn’t ideal for,” says Grant Ingersoll, CTO at Red-

wood City, CA-based LucidWorks, a Big Data consulting 

firm. “People need to keep a level head and decide what 

is best for them, not just what is the shiny object that all 

the cool kids are using.”

MYTH 8: End users don’t need direct  
access to Big Data
With Big Data moving in at a high speed, from a wide vari-

ety of sources, and in large volumes, it might seem that it 

“People need to keep a level head and decide what is best for  them, 
not just what is the shiny object that all the cool kids are using.”

—Grant Ingersoll, CTO of LucidWorks

Latest not always 
greatest
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is just too complicated for regular employees to deal with. 

But that’s not necessarily the case. Take, for example, all 

the data generated by the devices in an intensive care 

unit. Heart rates, respiration data, EKG readings. Too often, 

though, the doctors and nurses can only see a patient’s cur-

rent readings. “I can’t look and see what it was 10 minutes 

ago, or draw a tend line for what it’s going to be an hour 

from now,” says Anthony Jones, chief marketing officer of 

Philips Healthcare’s Patient Care & Clinical Informatics.

But being able to see the historical data for a patient 

can be very valuable for a medical practitioner making 

a decision. “The guys sticking with a core data science 

team, they’re missing a big opportunity,” says Jones. The 

problem today is getting all the different devices that gen-

erate data to talk to each other even though they weren’t 

designed to do that, and use different platforms, operat-

ing systems and programming languages. And then once 

you do, to get the data in a useful form to doctors and 

nurses right when they need it.

MYTH 9: Big Data is for big problems
The CIO of a major bank recently gave a talk about Big 

Data, and was asked about end user self-service.

“And the CIO says, ‘I don’t believe in that,’” recalls 

Peters, CEO of Birst. That’s a common attitude, he says, 

with some executives thinking that Big Data only answers 

certain types of questions. The attitude can be summed 

up this way: “The goal of Big Data for us is to solve very 

few, very high-value problems with a core set of data sci-

entists. We don’t want data chaos where normal people 

have access to this information, because I don’t think they 

need it.” Peters disagrees with this approach, but says it’s 

common in many industries. “It’s a rampant myth inside 

large insurance companies that business users aren’t 

smart enough to handle it.”

MYTH 10: The Big Data bubble will  
eventually burst
Hype cycles may come and go, but transformative techno-

logical changes stick around. The dot-com crash did not 

signal the end of the Internet. Even when the hype dies 

down, companies will still have Big Data to deal with. In 

fact, they will have more Big Data to deal with than they 

ever expected, due to exponential growth—IDC projects 

that total amount of data collected will double every two 

years through 2020.

And it’s not just that companies are simply collect-

ing more of the stuff that they currently collect. Instead, 

new types of data are likely to appear, requiring mas-

sive amounts of storage. “We will get to the point where 

everyone who gets admitted to a hospital, the hospital 

maps their genome,” says Anthony Jones, chief market-

ing officer of Philips Healthcare’s Patient Care & Clinical 

Informatics. “This allows treatment to be customized to 

the patient. And when you talk about Big Data, that’s a 

massive amount of data. I don’t think a lot of CIOs really 

appreciate how much harder things are going to get.”

By thinking of “Big Data” as just a phase, companies 

can miss opportunities to capture data elements that 

could have an impact on their business down the line, 

says Bryan Hill, CTO of Cadient Group, an interactive mar-

keting agency in King of Prussia, Pa. “The term ‘Big Data’ 

is likely to change, just like cloud computing came up, 

which is no different than the Web was, or the Internet,” 

he says. “The term may change, but the spirit of Big Data 

is here to stay.” •
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Big Data Resources
Tips and tools

Watch now >>
Watch now >>

How Big is Big Data? 
Learn how EMC Solutions help create value  
by merging Big Data with Cloud Computing  
in this animation video narrated by EMC’s 
Patricia Florissi, VP and Global Sales CTO.

Web App: EMC Big 
Data Explorer 
Explore the Big Data universe: Launch your mission 
with the EMC Big Data Explorer web app.

Managed Data Growth 
eBook 
Discover how to manage your data growth with the 
new EMC eBook, Manage Data Growth. Interact 
with the latest facts, insights and solutions, and 
hear what customers and subject matter experts 
are saying in the fast-growing world of data. The 
intuitive eBook interface makes it quick and easy 
to navigate to and share the information, videos, 
whitepapers and other resources you need.

Watch now >>
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