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ig data is all the rage, with companies of all

stripes hustling to install tools and gain new business insights. As this special e-zine reports, many
are finding great success in the endeavor, but not
without encountering a few stumbling blocks.
Chief among the challenges facing big data implementers are
storage and backup. Besides the whole idea that big
From the
data is, well, big, there’s also the fact that it has some
Editors of
characteristics that disginguish big data management from traditional data management. Often, the
data used in big data analytics is fleeting in nature,
useful for only a short period of time. That leaves
companies wondering whether they need to store
it at all. The industry has yet to settle on an approach
but, as one of the following stories details, users are
coming up with a few options on their own.
Storage and backup aren’t the only challenges. As
we report in another story, others include the immaturity of the big data tool set, a lack of people with
the expertise necessary to deal with the technology, misaligned
investments and inadequate hardware.
But for those who get it right, big data can pay big dividends.
Inside, you’ll learn about healthcare providers, marketers and
customer service groups that are getting great results.
Read on for some sound advice. — Pau l D e s m o n d
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Big data means managing massive volumes of
information. Experts provide advice on how to
decide what data should live where and how to
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Barriers to Success
Experts outline the biggest challenges
associated with big data, including storage needs,
immature tools, a lack of people with the right
skills, misaligned investments and inadequate
computing systems.
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Big Data’s

Big Problem
Big data means managing massive volumes
of information. Experts provide advice on
how to decide what data should live where
and how to keep it all safe.

&
Storage

Backup

By Pau l D e s m o n d

B

ig data is big and getting bigger. But as
it grows, so too does the problem of how best to
store and back up all of that data.
In one sense, the issues are similar to those that
companies have been grappling with for years with
respect to data backup and recovery. They need to decide
what data needs to be kept in near-term storage where
it’s easy to access, what can live at a second tier where
it’s still accessible, but perhaps not immediately, and
what data can be kept in a deep archive.

b i g d ata
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On the other hand, big data analysis
often involves large stores of data that
are really only useful for a short period
of time. Once the analysis is done, the
data has served its purpose. The question, then, is what to do with that data,
and whether it’s worth keeping at all.
The approaches “vary wildly today, a
clear sign of a technology space that
isn’t yet fully mature for the needs
of enterprise operations,” says Nik
Rouda, an analyst at consulting firm
Enterprise Strategy Group.
Big Growth in Big Data
The storage issue is certainly not stopping companies from taking on big data
projects. In a survey of 750 IT decisionmakers conducted in late 2013 by IDG
Research, nearly half (49%) of the
respondents said that they’re pursuing
or plan to pursue big data projects, up
from 44% in 2012. A similar number
(48%) said that they expect big data
usage will be widespread across their
companies in three years.
Clearly, then, there’s some urgency
to figure out the storage, backup and
recovery issues associated with big
b i g d ata
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data. As Rouda suggests, there is no
shortage of ideas.
One approach is to simply have
multiple copies of important data, “in
effect substituting redundancy for
data protection and disaster recovery,”
he says. Others look at big data as simply a source for analytics and figure
they can re-create the source data at
will. Think of financial data, for example, where the value is in the analysis
of the data, not so much the data itself.
And source data — the price of a group
of stocks over a period of months, for
example — can indeed be re-created if
need be, so why bother storing it?
But some companies have data that
cannot be re-created, or at least not
easily, and they’re worried enough
about the problem that they’re looking
for an “enterprise-grade, robust solution,” Rouda says.
A Hadoop Approach
“Backup and storage in a big data environment is critical, but the approach
really depends on the cost and manageability,” says Virendra Vase, CTO at
Klout. “One size doesn’t fit all.”

“Backup and storage in a
big data environment is
critical, but the approach
really depends on the
cost and manageability.
One size doesn’t fit all.”
— V i r e n d r a Va s e , C TO, K lo u t

Klout uses analytics to measure
people’s influence on social networks.
Want to know how much weight you
carry on Twitter with respect to topics of importance to you? Klout can tell
you.
To do that, Klout collects about 400
“social signals” each night from all the
major social networks, then scores
each of some 400 million individuals
on a scale from 0 to 100. A signal can
be anything from an actual tweet to a
retweet to a mention.
Naturally, that means Klout has to
process an awful lot of data, Vase says
— about 1TB per day. To deal with it, the

firm uses Hadoop and related tools,
including the HDFS distributed file
system.
Hadoop allows for storage and computing resources to exist on the same
cluster. It also supports separate clusters optimized for storage, with no
computing resources. Klout has both.
“This allows us to work with cheap
hardware and a lot of redundancy
is taken care of by the Hadoop software,” Vase says.
Klout keeps the data that it can’t easily re-create for 13 months. For the first
four months, it’s kept on the combined
compute/storage cluster, which offers
5
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fast access. After that, it’s shifted to
the storage cluster, where users can
retrieve it within a few hours. After 13
months, Klout deletes the data.
Among the positive aspects of the
Klout setup is that it’s highly parallel
and it’s optimized for writing to local
disks, with large files broken up into
many parts. An alternative is to use
a storage-area network and assign
logical volumes of storage to various
Hadoop resources. Each will get its
own cache, redundancy and replication, which may improve availability,
but the setup comes at a higher cost.
For Klout, a five-year-old startup,
the commodity hardware approach
makes sense. “But if you’re a financial environment and need five 9s
availability, you may want the SAN
approach,” Vase says.
The Enterprise Alternative
Or if you’re a hospital, such as Beth
Israel Deaconess Medical Center in
Boston. Michael Passe, IS manager for
enterprise storage and data protection
at BIDMC, manages 300TB to 400TB
of data, including patient records, CT
b i g d ata
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scans and data from the hospital’s
Picture Archiving and Communication
System (PACS). The hospital is in the
process of moving it all from various
storage systems to a single, enterprisewide storage cluster based on
hardware from Isilon.
But BIDMC isn’t really doing a lot
of analytics on that data, so Passe
doesn’t consider it to be “big data.” The
hospital is, however, embarking on an
analytics project that will make use of
InterSystems Corp.’s DeepSee technology to mine data in hopes of improving
patient care.
In its initial phases, the project
is based solely on Hadoop,
much like Klout’s environment. “If we go live with
Hadoop, we want to test
storing in Isilon, rather
than in individual [Hadoop]
nodes,” Passe says. “Then the
Hadoop nodes just become
compute and don’t have to have
storage. It’s probably more scalable
from an enterprise perspective.”
As Vase suggests, that will
bring added expense in terms

of hardware, but Passe thinks it will be
a worthwhile investment because Isilon offers better management, maintenance capabilities and availability
than Hadoop. “When you start to
really lean on it and use the infrastructure day to day, it’s glaring when those
capabilities aren’t there,” he says.
Isilon also offers storage hardware
that corresponds well to the hospital’s tiered approach to storage. Some
nodes have better processors and more
memory, making them suitable for data
that needs to be readily accessible. Others are simply large data stores more
suited for long-term storage,
or “just big, fat, spinning
archive-class disk,” as
Passe puts it. “Your data
and 625 million of your
closest friends’ data
are spinning on some
platter somewhere,” he
says.
Users can get at all of the
data easily enough, it’s just a
matter of how long it takes. “If
we need fancy things like
SSD acceleration of the

metadata, that goes on the higherperforming nodes,” Passe says. The
hospital has developed some analytics
to help it determine what data should
go where, based on how often files are
used, what type of files they are and
other factors.
That’s a sound approach, says
Rouda, who says the process of organizing data is not unlike how you
organize things like kitchen utensils in
your home: by function, ease of access
and frequency of use.
“This can happen consciously —
put the good china away safely — or
through benign neglect, where the
turkey baster drifts back in the drawer
until Thanksgiving,” he says. “With
data, you just need to categorize it and
develop architecture and processes to
make this more deliberate.”
Smart organizations continually
test their assumptions and models,
including what data sources are available and how they can be utilized
to answer strategic questions. “The
nice thing is the movement of data is
becoming easier and more automated
across the tiers,” Rouda says.
6
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“If you’ve got so much [data] in one
basket and something happens
to it, you’ve got to start to think,
what does this impact?”
— M i ch a e l Pa s s e , IS m a n ag e r , Be t h I s r a e l De aco n e s s M e d i c a l C e n t e r

Built-in Archiving Tools
Vendors of data backup products are
also helping out by including data
grooming and archiving tools in their
products, says Jason Buffington,
an Enterprise Strategy Group analyst specializing in data protection.
The tools can help identify data that
hasn’t been used for a long time and
is thus ripe for archiving, which frees
up space on more expensive storage
systems, and can also take care of the
archiving process.
In an ESG survey of users, 83% of
the respondents said the archive
features built into their backup system play at least some part in their
archiving setup while 41% said the features serve as their only archive tool.
b i g d ata
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David Brooks, CTO of IT service provider UbiStor, has firsthand knowledge of how well some of these tools
work in a big data analytics environment. One of his customers in the
financial industry was regularly backing up a server with 500TB of data on
it. About 200 analysts used the data to
create reports for their clients.
When UbiStor took over backup
chores for the company, using Comm
Vault’s Simpana software, it discovered only about 1TB of the data was
changing with any frequency — that
being market data that flowed into
the company. Much of the rest was
the result of analytics jobs that the
company ran against the data. Once
analysts ran the analytics, they’d cre-

ate reports for their clients; it was the
reports they really needed, not the
output from the analytics jobs. That
data could be re-created.
Recovery: A Work in Progress
Now the company replicates the
data on the server to a secondary
data center located thousands of
miles away. “From a disaster recovery
perspective, they could move most
of their processing from the primary
data center to the secondary and vice
versa,” Brooks says.
Klout isn’t quite at that point yet.
While it backs up customer data to a
cloud-based service, all of its Hadoopbased big data stores live at a single
site, although the company does have
two copies of everything.
“Given our size, I would say that’s
appropriate right now for what we’re
doing,” Vase says. “But I’m looking at
a multiple data center approach in the
near future.”
He’s hardly alone. As Rouda says of
recovery in a big data environment,
“Many are still trying to figure this out,
or haven’t even realized [it’s an] issue.”

Too Big to Fail
BIDMC already has two data centers
located about three miles apart in Boston, so barring a catastrophic regional
disaster, it’s pretty well covered. What
worries Passe, however, is the sheer
size of the hospital’s storage cluster
as it moves more and more data from
various other storage systems to a
single, enterprise cluster.
“We’re starting to run into issues like,
‘What if the cluster goes away? Should
we start to break it into other clusters
just from a risk standpoint?’” he says.
“It’s a scenario of what I call ‘too big to
fail.’ If you’ve got so much stuff in one
basket and something happens to it,
you’ve got to start to think, ‘What does
this impact?’ That’s what we’re starting to focus on now.”
It’s clear that there’s no shortage
of work ahead in trying to sort out a
sound strategy for big data backup and
storage. Perhaps that’s another sign
of, as Rouda put it, “a technology space
that isn’t yet fully mature.”
Paul Desmond is principal with the IT editorial services firm PDEdit. Reach him at paul@pdedit.com.
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plunge

Taking the

As early adopters report success with
big data, more users test the water.
By A l l e n B e r n a r d, A n d r e w L a m p i t t,
E l l e n M e ss m e r a n d T h o r O l av s r u d

Even though big data analytics
technology is still relatively immature, users on
the leading edge of the movement are realizing
significant benefits – prompting more and more
companies to get on board.
Indeed, almost two-thirds of 720 companies
surveyed by Gartner last year said that they were
funding big-data gathering and analysis projects,
or planned to do so by the end of the year.
b i g d ata
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Healthcare companies are among
those reporting impressive results as
they use big data analytics to increase
efficiency, improve patient outcomes
and provide more personalized care
(see story at right). And companies in
other vertical industries, from insurance to finance, are using big data to
improve their marketing, making it
more personal than ever before, while
customer service groups are using big
data analytics to help deliver better
service.
“For big data, 2013 [was] the year
of experimentation and early deployment,” says Gartner analyst Frank
Buytendijk. “Adoption is still at the
early stages, with less than 8% of all
respondents indicating their organization has deployed big data solutions
[while] 20% are piloting and experimenting, 18% are developing a strategy, 19% are knowledge-gathering,
and the remainder have no plans or
don’t know.”
More Than a Bandage
A number of early adopters are in
healthcare, including both providers
b i g d ata
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Big Data Helps Healthcare IT Drive Better Care,
Detect Fraud and More
—By Brian Eastwood

Advances in technology, not to
mention government mandates, are
forcing healthcare companies to take
analytics seriously. A recent Internal
Institute for Analytics (IIA) webinar
outlined the state of analytics opportunities for healthcare and presented
case studies of big data in action.
Here’s a sampling of analytics efforts
in healthcare from the webinar and
elsewhere.

Express Scripts:
Help Patients Manage Meds
Patients fill more than 1.5 billion
prescriptions annually with Express
Scripts, a pharmacy benefit management organization. The company is
using data about these transactions
to drive both behavior change and
process improvement, IIA notes.
Patients may receive customized
messaging about less expensive
ways to refill prescriptions, for example. Meanwhile, Express Scripts’

predictive analytics can identify
patients at the greatest risk of skipping or otherwise missing doses and
then proactively intervene.

relationship between treatments and
outcomes, with the aim of developing
new medications or improving existing ones.

Intermountain
Healthcare:
Evaluate Health Outcomes
Intermountain Healthcare, a Utahbased system of 22 hospitals, 185
health groups and an affiliated
insurer, has partnered with Deloitte
on two tools that use a provider’s
vast collection of electronic health
records (EHR) — more than 90
million in Intermountain’s case — to
perform health outcomes analysis.
OutcomesMiner, announced in July
2013, helps organizations better
understand how certain factors
contribute to patients’ outcomes; this
helps researchers see how empirical
evidence supports or contradicts
a hypothesis. PopulationMiner,
meanwhile, helps users study the

UnitedHealthcare:
Detect Fraud, Treat Disease,
Make Customers Happy
Insurer UnitedHealthcare has found
several ways to use analytics, IIA
points out. The company studies
social networks to detect potential
cases of medical fraud and identity
theft. It looks at speech-to-text call
center data to find likely attrition candidates — who sound different than
happy customers — and propose
remedies. It tries to predict the likelihood that certain disease management programs will succeed, since
patients respond to treatment plans
differently. Finally, UnitedHealthcare
and OptumInsights are investigating
potential revenue sources from these
analytics processes.

Partners HealthCare:
‘Intelligence System
for the EHR’
Boston-based Partners HealthCare
system — which includes Brigham
and Women’s Hospital, Massachusetts General Hospital and Harvard
Medical School, among other providers — is connecting its financial,
operational and clinical analytics
systems. To aid this effort, Partners
developed the Queriable Patient
Inference Dossier, or QPID, which it
describes as an “intelligence system
for the EHR” that makes it possible
to perform real-time queries, analyze data and generate reports at
the point of care (with easy-to-read
reports for administrative staffers).
Roughly 5,000 physicians and other
medical professionals use QPID,
according to Partners.
Brian Eastwood is a senior editor with
CIO.com.
9
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and insurers. They are primarily applying big data in pursuit of three related
goals: to find more effective ways to
care for people with chronic diseases,
to improve the clinical effectiveness
of treatments, and to reduce readmissions. Success in those areas could
benefit the entire healthcare system.
Medicare, the single largest insurer in
the United States, is a catalyst for many
of those efforts, because it either has
begun or will soon begin to impose penalties on hospitals that don’t improve
performance in these three areas:
 The 30-day readmission
rate of patients with acute myocardial
infarction, heart failure or pneumonia.
 The meaningful use of electronic
health record (EHR) systems.
 The prevalence of hospitalacquired conditions — those that
patients don’t have when they’re
admitted but contract while they’re in
the hospital.
“If you play this out, in 2017 those
three programs will account for 6% of
a hospital’s Medicare revenue being at
risk. That’s not trivial money for most
hospitals,” says Dr. Anita Karcz, chief
b i g d ata
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medical officer at the Institute for Health
Metrics, a nonprofit that works with
community hospitals on compliance and
reporting, among other things.
Health insurers’ disease management programs, for example, aim to
predict which customers are at risk for
conditions such as diabetes or heart
disease and then help them change
their behavior, says Thomas Davenport, a visiting professor at Harvard
Business School and co-author of
the recently published big data tome
Keeping Up With the Quants.
That’s where companies like Aridhia enter the picture. An Edinburgh,
Scotland-based provider of biomedical
informatics solutions, Aridhia is working
with the U.K. National Health System
(NHS) to cut readmissions for 200,000
patients. Using the 80/20 rule, the initiative focuses on the 20% of patients
who end up consuming up to 80% of
the available healthcare resources.
This effort uses near real-time data
such as primary care physicians’ notes,
imaging data, demographic data, social
welfare data, lab results and information from NHS databases. The data

“For big data, 2013
[was] the year of
experimentation and
early deployment.”
— F r a n k B u y t e n d i jk , a n a ly s t, G a r t n e r

is compiled nightly and batch-proc
essed to identify factors that trigger
readmissions. This use of analytics
has led to a 40% reduction in diabetes-related amputations and blindness
for participating institutions.
“That has revolutionized how primary care physicians and community
care nursing practitioners deal with
their local populations,” says David
Sibbald, Aridhia’s CEO. “It’s about keeping people out of the hospital and
managing care proactively.”
Of course, data mining has been
going on for a long time in healthcare.
It’s the foundation of evidence-based

medicine, after all. What’s moving
organizations into the realm of big
data is the shift to the use of EHRs and
the benefit of integrating information
from usually siloed sources such as
social services or census data.
At Ohio State University’s Wexner
Medical Center, for example, CIO Phyllis Teater is working with the Battelle
Memorial Institute, a research and
development organization, to cut
readmission rates and improve care
through the use of data mining and
predictive analytics.
Seattle Children’s Hospital has
upgraded to IBM PureSystems to cut
10
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“Don’t worry about how [big data is] done; worry about
what you’re going to do with it.”
— B i l l G a s s m a n , a n a ly s t, G a r t n e r

the time its analysts take to deliver
answers about the quality of care. And
the University of Pittsburgh Medical
Center is creating a comprehensive
data warehouse that integrates data
from more than 200 internal and
external sources, including labs and
pharmacies. Various other hospitals
are embarking on similar efforts.
Marketers See Value in
Big Data Analytics
Like healthcare professionals, marketers have long been data-driven. So it
should be no surprise that 71% of the
2,200 respondents to the 2013 Teradata Data-Driven Marketing Survey
said they plan to implement big data
analytics within the next two years.
Teradata defines data-driven marketing as the process of collecting and
connecting large amounts of data,
rapidly analyzing it to gain insights,
and then applying those insights in
b i g d ata
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outreach efforts customized for individual consumers.
“The channels and the expectations of the consumer are changing,”
says Wes Moore, a vice president at
Teradata Applications. “The need for
marketers to be more data-driven is
bubbling to the top.”
Moore notes that most marketers rely on a number of common and
easily accessible forms of data to
drive their marketing initiatives. For
instance, more than 75% of those surveyed said they use customer service
data, customer satisfaction data, digital interaction data and demographic
data. More than 50% of marketers say
they’ve taken a further step and use
customer engagement, transactional
or e-commerce data.
What matters isn’t so much the
individual data points, but where they
intersect. It’s the mashup that will provide the insights that marketers need

to improve their promotional efforts or
understand why customers do what
they do, experts say.
Getting to Know Customers
Through Big Data
Marketers must “collect vast amounts
of data on individual consumers —
their consumption habits, their preferences, their interactions with the
company — and then analyze those
data sets for predictive behavior,” says
Matt Jauchius, chief marketing officer
at Nationwide Insurance. “Proactively
apply those insights both to your
existing customers and to customers
coming into your call center or your
website or your agent’s office. [That’s]
the basis of competitive advantage in
the future for the CMO, because you
can provide a better experience.”
Big data technologies such as
Hadoop can flatten the data silos that
support each of those channels and

then feed the results to hyperfast
in-memory analytics platforms. These
systems could, for example, inform
a call center rep in real time that the
customer on the phone had placed an
order online and had already called
three times with questions about the
product – relieving both the call center
agent and the customer of the need to
spend time recounting the history of
the transaction.
But that’s just one aspect of big data
that CMOs need to consider. Of all
the advantages that big data brings
to marketers, perhaps the biggest
are the ability get out in front of customers and prospects and to conduct
more effective predictive and prescriptive marketing campaigns, says Elana
Anderson, vice president of IBM Enterprise Marketing Management.
“Marketing has long been on a quest
to get to the individual — to address
the individual at an individual level, to
11
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“The channels and the
expectations of the consumer
are changing. The need for
marketers to be more datadriven is bubbling to the top.”
— W e s M oo r e , v i ce p r e s i d e n t, Te r a d ata A p p l i c at i o n s

sense needs or meet needs before
the customer is explicitly saying ‘I
have a need,’” Anderson says. “That
requires big data and analytics. We’re
seeing tremendous value in use cases
around that.”
Consider Experian, a leader in credit
reporting and marketing services. The
company has a long history of managing consumer data: who consumers are, what they buy, how they’re
connected, and how they interact. In
the past, Experian used mainframes
to batch-process consumer database
updates on a monthly basis and its
clients used the updated data to adjust
their marketing campaigns. That was
b i g d ata
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fine — before the Web, mobile devices,
and social media.
Today’s consumers continually leave
trails of digital footprints — data detailing their purchasing behaviors, online
browsing patterns, email interactions
and social media activity. Experian’s
marketer clients, who include the top
retail companies in the world, would
like an integrated view of that data
so they can respond to new developments in real time. They want to know,
for example, if a customer who visited
a particular store is the same person
who just liked the retailer on Facebook
or tweeted about it on Twitter.
To meet those demands, Experian

created its Cross-Channel Identity
Resolution (CCIR) engine to maintain
a repository of interconnected client
touch points. About 30 criteria were
identified as required for the CCIR’s
underlying technology, most importantly batch and real-time processing,
as well as scalability.
The CCIR engine’s real-time proc
essing system is based on the opensource Hadoop distributed batch
processing framework and HBase
(Hadoop Database).
Experian is delighted with the new
system, which processes data 50
times faster than its predecessor at
a fraction of the cost. Now Experian

clients have the most accurate and upto-date view of who their customers
are across multiple channels, enabling
them to deliver relevant, targeted
messages to consumers.
Unearth Your Big Data
With its recommendation engine,
Amazon is the poster child for big data
marketing. But Amazon isn’t doing
anything you can’t, says Gartner analyst Bill Gassman.
Most marketing departments already
use big data. It’s just buried in their analytics engines or customer experience
management systems, he says.
“There’s so much more data to play
with, and it’s so much easier to play
with,” Gassman says. Queries can now
be done so quickly, and so inexpensively, that he tells CMOs, “Don’t worry
about how it’s done; worry about what
you’re going to do with it.”
Allen Bernard is a contributor to CIO.com; Andrew
Lampitt is a consultant and contributor to InfoWorld; Ellen Messmer is a senior editor with
Network World; Thor Olavsrud is a senior writer
with CIO.com.
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Barriers
to Success
Experts outline the biggest challenges associated
with big data, including storage needs, immature tools,
a lack of people with the right skills, misaligned investments
and inadequate computing systems.
By A n n B e d n a r z a n d T h o r O l av s r u d

“Puppies are free, but you still have to feed them.”
Virendra Vase jokingly likened
this truism to his company’s experience with big data. Vase is CTO
at Klout, which uses analytics to
measure people’s influence across
social networks. “We basically sit
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above the social networks, gathering all the signals, helping folks to
understand and be recognized for
their influence,” he says.
It’s an effort that requires multipetabyte clusters processing 12 bil-
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lion data signals a day for more than
400 million people. Klout’s big data
environment includes the opensource platform Hadoop, along with
HBase, Hive, ElasticSearch, Scala,
Storm, Node.js and other tools.
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Vase recently participated in a
roundtable discussion at The Big Data
Conference in Chicago about big-data
challenges and lessons learned. The
sheer volume of data makes testing
a challenge, he says. Dealing with
unstructured data formats and limitations of social media-derived data
(such as 140-character Tweets) also
complicates Klout’s work with big data.
And when it comes to storage, more
isn’t always better. “We have to be
able to figure out: What sort of data do
we need to keep? What do we need to
archive?” he says. (See “Big Data’s Big
Problem,” page 3.) “At the end of the
day, it’s not really about data, it’s about
how we analyze the data.”
In support of his puppy analogy,
Vase warns that many big data technologies are works in progress. While
the free or low-cost systems are
maturing, the tools for management
and configuration are in a nascent
phase. That leaves IT pros doing a fair
amount of development work — a.k.a.
“feeding the puppies” — to fill the gaps.
“We’ve had to develop tools from a
management perspective, from a
b i g d ata
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workflow perspective, from a configuration perspective,” he says.
A modular infrastructure has been
important for Klout, since it allows the IT
team to handle changes in business priorities and provides transparency into
operations, Vase says. He emphasizes
the need to invest in management and
productivity tools. “That’s what 20%
to 25% of my engineering resources
are focused on: productivity tools and
workflow management,” he says.
Big data tools are evolving rapidly,
and vendor support isn’t where it
needs to be — which makes finding
people with big data expertise even
more challenging. “It’s extremely hard
to find talent, so what we’ve done is
hire really good engineers and train
them along the way,” Vase says.
Part of that training involves getting
big data experts to work closely with
product experts and business pros,
but it can be difficult to follow through
with the idea. “Increasingly over the
last couple of years we’ve brought
them together, because both sides
need to understand the other side,”
Vase says.

Survey Says . . .
lout appears to be ahead
of the curve, at least judging from the results of consulting firm PwC’s 2013 Digital IQ
Survey. Of the 1,108 business and IT
leaders PwC polled, 62% said that
they believe big data can give them a
competitive advantage but 58% said
they agreed that moving from data to
insight is a major challenge.

K

“At the end of the day, it’s not
really about data, it’s about
how we analyze the data.”
— V i r e n d r a Va s e , c to, k lo u t

“The amount of information and data
that we’re collecting now is truly enormous in terms of the volume that is
outside the four walls of the organization,” says Anand Rao, principal at PwC.
“Organizations don’t have the right
people, they don’t have the right structure in place and they’re still struggling
14
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with some of the tools and techniques.”
The 1,108 people PwC polled represent 12 countries and a variety of
industries. They were evenly divided
between IT and business leaders, and
more than 75% worked in organizations
with revenues of more than $1 billion.
Their responses led PwC to conclude
that organizations face the following
four barriers when it comes to working
with big data:

1 T
 hey’re blind to the importance of

visualization.
2 T
 hey’re spending more money
on gathering data than they are on
analyzing it.
3 They’re facing a talent gap.
4 T
 hey’re burdened with inadequate computer systems that struggle to rapidly process information.

The Importance of Visualization
hen it comes to actually
deriving insight from the
trove of data that most
organizations have at their disposal,

W
b i g d ata
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visualization is fundamental. Visualization helps put data into context and
bring business cases to life. In many
cases, advanced visualization capabilities allow organizations to glean
insights that would be impossible to
detect otherwise.
For instance, because most utilities
have archaic records and inaccurate
information, they have no idea where
all of their underground assets are
located. That makes it difficult for them
to deal with the all-too-common service interruptions that occur when a
power line is accidently cut or a water
line bursts.
To avoid such problems, the Las
Vegas city government took advantage of smart data to develop a living
model of its utilities network. VTN
Consulting helped the city aggregate data from various sources into
a single real-time 3D model created
with Autodesk technology. The model
includes both above- and belowground equipment, and is being used
to visualize the location and performance of critical assets.
But despite such obvious benefits,

only 26% of the respondents to PwC’s
survey said they’re using data visualization tools.
“The kind of visualization that
most people are moving toward is
having dashboards of information
where you can zoom in or zoom out
— easily digestible to the business
user,” says Rao. “It’s more hindsight
analysis, basically backward-looking.
Most organizations are getting that.
But now that we understand what
happened or did not happen based on
actions we took, we want to look into
the future. That requires visualization that is much more dynamic.”
Investing More in Analytics
ompanies are investing
significant amounts of money
on gathering data, but perhaps not enough on integrating,
merging and analyzing that data:
32% of PwC’s respondents said that
their organizations have invested
more than $1 million in gathering,
storing and retrieving internal data,
but only 26% said that they have
invested more than $1 million in

C
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analysis of internal data.
Organizations may be hoarding data
without analyzing it because IT and
the business units are locked into old
ways of working with data.
“The traditional model of how business and IT work together no longer
works in this field,” says Oliver Halter,
principal at PwC. “Business and IT
always have had difficulties talking
to each other. Traditionally, business
creates requirements and IT executes.
In the world of exploring data, that
doesn’t work so well anymore. The
knee-jerk reaction of IT is, ‘We’re
going to collect data and manage it,
and you guys figure out what to do
with that.’”
But the sophisticated analysis
required to derive meaning from big
data is often beyond the ken of business users.
“Those things are complicated and
your typical business user doesn’t
know about them,” Halter says. “What
we’re looking for is a new organizational approach, which means new
talent and new ways of exploring
that data.”
b i g d ata
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A Talent Gap
nd that leads to the third big
data barrier: the talent gap.
Only 44% of PwC’s survey
respondents said they have a sufficient
pipeline of talent to undertake deep analysis of data, echoing Vase’s sentiment.
But Rao and Halter contend that companies often overlook their existing talent: marketing analysis professionals,
people who work in actuarial groups,
and pricing and product development
specialists. These individuals can serve
as a great starting point when you’re
looking for people who can translate
data into insight.
“You need someone who understands
the business — who can translate a
problem into a solution.” Rao says. “They
have to understand enough about analytics to know that this type of problem
requires that type of solution or analytics technique. If you can’t find a single
person, a team approach could work.”

A

Inadequate IT Systems
ystems that are incapable of
handling large volumes of data
represent the fourth big data

S

barrier. Rapidly gathering, storing and
analyzing massive data stores requires
quite a bit of computing power. But
41% of PwC’s respondents in the
Americas, 33% in Europe and 49% in
the Asia-Pacific region said their systems can’t process large volumes of
data from different sources.

“You need someone
who understands the
business — who can
translate a problem into
a solution.” — A n a n d R a o, p r i n c i pa l , Pw C
If your company finds itself in that
situation, focus on addressing a particular problem or question; don’t try
to process and analyze all of your data.
“When companies don’t have a
hypothesis or problem in hand that
they want to solve, that’s when they
[can face] big data overload,” Rao says.
“There’s all this information out there,
and they don’t know what to do with
16
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it. But if you approach it from a perspective of a particular problem — like,
‘I’m trying to grow a market within
this specific segment’ — it becomes
much clearer.”
Focusing on a couple of key questions or problems is also the best way
to get a rapid return on your investment in big data, Rao says.
Friends in High Places
alter adds that the companies that have had the most
success with big data initiatives have one thing in common: A very
senior executive who “for whatever
reason saw the potential early and just
rammed it through the organization.”
“Big data is becoming more and more
an umbrella message,” he says. “It’s not
just big data — it’s data everywhere.
It’s how do you use data big and small
to get ahead of the curve. . . . It’s really
about changing your culture to a more
analytical culture.”

H

Ann Bednarz is Associate Online News Editor
for Network World and Thor Olavsrud is a senior
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Gartner 2013 Magic
Quadrant for Enterprise
Backup/Recovery
Software
CommVault continues to be
the most vocal and articulate
about the future of backup,
shifting toward the exploitation and management of storage array and NAS replication
and snapshots, seeking to
serve as a manager of managers over a variety of backup
and storage options from
a central console. See why
CommVault was positioned
as the #1 leader in Gartner’s
2013 Magic Quadrant for
Enterprise Backup/Recovery
software for the 3rd year in
a row.

 download here

Forrester Wave for
Enterprise Backup and
Recovery
Top analyst firm, Forrester,
has recognized CommVault
as a leader in, “The Forrester
Wave: Enterprise Backup and
Recovery Software, Q2 2013.
CommVault earned the top
score for the current offering
category with our Simpana 10
software, which merited a 4.45
out of a possible 5, a strong
validation from a respected
international research firm that
the market is clearly embracing
the value of our integrated approach to data and information
management. Read this report
to see how CommVault continues to outpace its competitors
and why Forrester positioned
CommVault Simpana as the top
backup and recovery solution in
the market.

SP O NS O R E D B Y

Five Important Questions
to Ask Before You
Renew with Your Backup
Software Provider
Data and information management is becoming increasingly complex and dynamic.
There are innovations in
technology and process that
can supply new advantages.
Assess your options based on
these five questions before
making this critical decision.

 download here

Gartner Newsletter: A
Smart Idea for Big Data

Show Me Simpana –
Intelligent Archive Video

It’s no secret that “Big Data”
is causing some big problems
that are intensifying the
demand for better retention, access, discovery and
recovery of business critical
information. How organizations handle the big data
challenge will become a key
foundation for corporate
competiveness, business
intelligence and innovation,
impacting every sector and
every business function. This
whitepaper reveals the latest
research from Gartner on
integrated backup and archive
and discusses a strategy for
tackling the Big Data problem
with a converged approach to
backup, archive and reporting.

In this brief video, you’ll learn
how singular information
management with Simpana
10 software can transform
data into business insight
while reducing cost, risk and
complexity to the enterprise.

 download here

 download here

 download here
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