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Welcome to  
the age of big data

y favorite buzz phrase of the big data trend is: 
“Data is the new oil.” It implies that, at last, we can think 
of data almost as a natural resource, rather than simply a 
burden on data center infrastructure.

In this special digital edition, we explore the incredible potential under-
lying the big data trend — and do our best to demystify one of the most 
overhyped, confusing areas of tech. The real excitement lies not just in 
the volume of data, but also in the parade of new technologies that help 
derive insight from it.

Hadoop leads this procession. Andrew Lampitt, who writes InfoWorld’s 
Think Big Data blog, provides a great crash course in “Hadoop: Analysis 
at massive scale,” which includes case studies of how Evernote, Experian, 
and Twitter are using Hadoop to derive real business value.

Then Andrew Oliver, who writes InfoWorld’s Strategic Developer blog, 
walks you through the “The NoSQL revolution,” offering illuminating 
explanations of the four basic NoSQL database types and their best uses. 
Finally, Peter Wayner offers us a glimpse of the future in “The Internet of 
things,” which describes how Internet-connected sensors will deliver raw 
bits and bytes for analytics processing and yield improvements in health-
care, transportation, home automation, and more.

There’s no shortage of new trends in tech. But with big data, we’re on 
the verge of something entirely new, where, with the right tools and meth-
ods, a massive increase in the quantity of data yields a qualitatively deeper 
level of insight.                   

 Eric Knorr, Editor in Chief

M

http://www.commvault.com/introducing-simpana-10?ref=iwen&utm_source=infoworld&utm_medium=enewsletter&utm_campaign=simpana10
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At a low cost of entry, the emerging 
technologies that define the big  

data trend are already delivering value,  
so first consider the problems  

you need to solve — then dive in  

B y  E R i c  K N o R R

The big picture
for bıg data

ig data represents both the old-
est problem and the biggest opportunity 
in computing. From the days of the first 
mainframes, more data has been col-
lected than could be comfortably stored, 
and thoughtful people have posed the 

question: If we could just process all the data we’ve col-
lected, what incredible insights might be discovered?

The difference today is extreme scale and abun-
dance of innovation. The Web has given applications 

b
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an infinitely elastic user base, with 
unprecedented opportunity to col-
lect and analyze petabytes of infor-
mation on user behavior. Practically 
every network, system, and storage 
device now generates detailed log 
data, which can be used to optimize 
performance, identify problems, flag 
suspicious activity, and more. We’re 
on the cusp of being inundated by 
data from sensors — the so-called 
“Internet of things” — that range 
from 24/7 outpatient monitors to 
real-time telemetry devices embed-
ded in cars, buildings, and home 
appliances.

That explosion of data is matched 
by a surge in new technologies to 
process it. Hadoop, often mentioned 
in the same breath with big data, was 
purpose-built to process very large 
quantities of semistructured data, 
such as the clickstream of events 
produced by Web users. Add to that 
a wild array of new NoSQL databas-
es, and it’s hard to ignore that we’re 
witnessing the biggest leap forward 
in data management and analytics 
since the 1980s. 

These emerging technologies are 

already delivering business value in 
deep insights about customer behav-
ior, in faster application development 
cycles, in the ability to use commod-
ity hardware, and in reduced soft-
ware licensing costs, because almost 
all these new technologies are open 
source.

Expanding business  
intelligence
Business intelligence always ranks 
among the top technology priori-
ties for big companies. Traditionally, 
BI has relied on data warehouses 
containing historical data related to 
customers, products, and transac-
tions. That data tends to be imported 
from core enterprise systems — 

ERP, supply chain, CRM, and so 
on — and sliced and diced to inform 
business strategy, such as determin-
ing optimal inventory levels to match 
predicted demand. But conventional 
BI works only with structured data, 
which today represents a minority of 
data collected by businesses. 

Hadoop is ideal for detecting pat-
terns in huge quantities of data. Web 
companies such as Facebook, Yahoo, 
and Twitter offer the most high-pro-
file use cases, all of them intent on 
obtaining actionable insight about 
Web user behavior, which can help 
optimize the design of Web appli-
cations or ensure the right ads are 
served at the right time.

The range of Hadoop applications 

is very broad. Many banks now use 
Hadoop to identify patterns of user 
behavior that may indicate fraudu-
lent activity. Detecting potential 
mischief at the infrastructure level is 
another well-suited task — for exam-
ple, flagging too-frequent log-ons to 
sensitive systems, sporadic elevation 
of traffic during off hours, and so on.

We’re only beginning to see the 
benefits in vertical industries. In 
telecommunications, for example, 
wireless carriers can use Hadoop to 
crunch user location data to deter-
mine areas where excessive dropped 
connections demand improved 
coverage. In healthcare, processing 
records of vital signs of thousands 
of patients with similar conditions 
can lead to improved treatments. 
In the energy industry, companies 
are already using Hadoop to process 
immense quantities of geological 
data to determine likely areas for oil 
exploration.

It’s important to note, however, 
that Hadoop is seldom implemented 
in isolation. Usually, companies 
deploy it alongside a relational data-
base, and may use a variety of tools to 

We’re witnessing the biggest  
leap forward in data  
management and analytics  
since the 1980s.

http://www.infoworld.com/d/big-data/download-the-hadoop-deep-dive-210169
http://www.infoworld.com/slideshow/67904/10-standout-nosql-databases-try-203989
http://www.infoworld.com/slideshow/67904/10-standout-nosql-databases-try-203989
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enable developers to use familiar, 
SQL-like queries.

Broadening data  
management
The RDBMS is probably the most 
successful technology in the histo-
ry of software, but there are many 
instances where database needs 
do not include relational capabil-
ity, two-phase commits, complex 
transactions, and so on. In such 
cases, NoSQL solutions, most 
of which are open source, may 
perform and scale better at vastly 

reduced cost and with much lower 
maintenance overhead. 

In the good old days, databases 
were a lot easier to spec out. If you 
were a big enterprise scoping out a 
new order entry system, you prob-
ably had a solid idea of how many 
people would use it, when the 
peak demand would be, and how 
frequently (or infrequently) the 
data model would change.

That was before the “agile” 
days of the Web. Now companies 
experiment with all kinds of new 
applications, many of them pub-

Hadoop is seldom imple-
mented in isolation. Usually, 
companies deploy it alongside 
a relational database  
and enable developers to 
 use SQL-like queries.
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lic-facing Web apps. Some wither 
quickly because no one finds them 
compelling; others explode in popu-
larity and turn the database into a 
bottleneck overnight. Moreover, 

rapid shifts in customer needs, brain-
storms for new enhancements, and 
so on argue against data models that 
can be changed only through elabo-
rate processes—a key drawback of 
the RDBMS.

NoSQL databases, an umbrella 
term for several quite distinct data-
base management software types, 
endeavor to keep change manage-
ment simple. They have gained favor 
with developers who need to build 
applications quickly. A big part of the 

excitement around NoSQL is the 
ability to scale out rather than up. 
Instead of beefing up a single, pow-
erful, expensive RDBMS server, you 
can simply add commodity servers to 

scale most NoSQL databases. Along 
with scale comes increased availabil-
ity; if one server in a NoSQL cluster 
fails, replication across the cluster 
ensures the database stays up and 
running.

Another characteristic of NoSQL 
databases, including Hadoop in its 
own way, is that developers tend to 
like writing to them a lot more than 
they enjoy working with relational 
databases. NoSQL lends itself to the 
shorter cycles characteristic of agile 

development. That yields faster de-
velopment times on top of breaking 
the bottleneck of rigid data models.

shoot first, aim later
The technologies associated with big 
data aren’t good for everything. For 
example, nobody would power down 
their Oracle servers and port all their 
existing customer and product data 
to a NoSQL database. For one thing, 
the security isn’t there yet. By their 
nature NoSQL databases tend to 
compromise ACID (atomicity, con-
sistency, isolation, durability) com-
pliance. Also, when complex trans-
actions are involved, even NoSQL 
vendors will tell you that an RDBMS 

remains your best solution. 
Many applications are strategic 

to customer satisfaction, yet do not 
demand the elaborate controls of the 
RDBMS. Assuming your data vol-
umes are exploding as fast as every-
one else’s, you’re part of the big data 
trend whether you like it or not. So 
why not employ the tools purpose-
built for the big data era? With Ha-
doop in particular, you may glean 
new insights you could not have 
obtained any other way.

Hadoop and virtually all NoSQL 
databases come in open source ver-
sions. The cost of entry is low and 
the potential benefits are high. You 
don’t need to jump into big data 
with a fully baked strategy; in fact, 
that would run counter to the whole 
idea. Wade in, experiment with Ha-
doop and NoSQL technologies, and 
see what works. As you build, you’ll 
discover which investments of time, 
effort, and money have the potential 
to pay off most. n

Eric Knorr is the editor in chief of Info-
World. He can be reached at eric_knorr@
infoworld.com.

You don’t need to jump into  
big data with a fully baked  
strategy; in fact, that would run 
counter to the whole idea.

http://en.wikipedia.org/wiki/ACID
http://en.wikipedia.org/wiki/ACID
http://en.wikipedia.org/wiki/ACID
mailto:eric_knorr@infoworld.com
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Often hyped as a magic elixir, Hadoop is in 
fact an eminently practical tool. Discover 
the basics of how Hadoop works and 
what you can learn from early adopters’ 
implementations. B y  a N d R E W  l a m p i T T

Hadoop: 
Analysıs at 
massive 
scale

ith 90 percent of the world’s data 
created in only the past two years, we’re 
in the midst of a data explosion. More 
than 80 percent of that data is unstruc-

tured or semistructured. Hadoop, an open source, 
distributed, reliable processing and storage framework 
for very large data sets, has already established itself as 
the de facto platform.

W
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Adopters of Hadoop — and at this 
point, they’re all early adopters — are 
using the technology for so-called 
“big data analytics.” What this gener-
ally means is that customers are de-
veloping apps on the Hadoop frame-
work to process data that, due to its 
multiterabyte size and lack of struc-
ture, would be too costly or unwieldy 
to manage with traditional technolo-
gies and approaches. In many cases, 
those early adopters are being re-
warded with insights they could not 
have obtained by other means.

the mechanics of hadoop 
Hadoop is composed of two core 
components: HDFS (Hadoop File 
System) and MapReduce. HDFS 
handles storage and MapReduce 
processes data.

HDFS acts as an affordable and 
highly reliable archive. Unlike, say, a 
relational data store, it scales easily: 
When you need to increase capacity, 
you simply add low-cost servers to the 
Hadoop cluster and easily maintain a 
single, reliable, harmonious system.

Most analytic tasks need to com-
bine data in some way. MapReduce 

abstracts the problem, providing a 
programmatic model to describe 
computational requirements over 
sets of keys and values, such as at-
tribute name and value (“book and 
author” or “region and tempera-
ture”). Those instructions are then 
translated into physical reads and 
writes on the various disks where the 
data is located.

The beauty of Hadoop is its built-
in resiliency to hardware failure and 
that it spreads its processing across 
a cluster of low-cost servers (nodes), 
enabling operations — or in some 
cases, developers themselves — to 
manage the scale-out infrastructure 
without breaking a sweat.

Core analytics use cases
The primary analytic use cases for 
Hadoop may be generally catego-
rized as ETL (extraction, transfor-
mation, and loading) and queries 
— mainly for unstructured and 
semistructured data, but for struc-
tured data as well. Archiving massive 
amounts of data affordably and reli-
ably on HDFS for future batch ac-
cess and querying is a fundamental 
benefit of Hadoop. 

hadoop-augmented Etl. In this 
case, Hadoop handles transforma-
tion — the “T” in ETL. Either the 
ETL process or Hadoop may handle 
the extraction from the source and/

or loading to the target. A crucial role 
for ETL is to prepare data (cleansing, 
normalizing, aligning, and creating 
aggregates) so that it’s in the right 
format to be ingested by a data ware-
house (or Hadoop jobs) and business 
intelligence tools may query the data 
more easily.

Batch querying with hive. Hive 
provides a SQL interface to Hadoop 
for batch querying. In other words, 
it is not designed for fast, iterative 
querying (that is, for seeing results 
and thinking of more interesting 
queries in real time). Rather, it’s typi-
cally used for a first pass on the data 
to find the “the gems in the moun-
tain,” and add those gems to a data 
warehouse. Hive is commonly used 
via traditional business intelligence 
tools, because HiveQL (Hive Query 
Language) is similar to a basic subset 
of SQL, the universal language for 
querying relational databases.

low-latency querying with 
hBase. HBase (Hadoop database) 
is a NoSQL database modeled after 
Google’s BigTable. It provides devel-

Early adopters of Hadoop are 
being rewarded with insights 
they could not have obtained  
by other means.



10Digital Spotlight | Big Data | WiNTER 2013 infoworld.com 10

BIG Data

   
   

 d
ig

iT
a

l
sp

o
tl

ig
h

t

opers with real-time, programmatic 
and query access to HDFS. HBase 
is the de facto database of choice for 
working with Hadoop and thus a 
primary enabler to building big data 
analytics applications. 

accelerating hadoop develop-
ment with pig and Cascading. Pig 
is a procedural scripting language for 
creating MapReduce jobs. For more 
complex problems not easily address-
able by simple SQL, Hive is not an 
option. Pig offers a way to free devel-
opers from having to do the transla-
tion into MapReduce jobs, allowing 
them to focus on the core analysis at 
hand.

Programming in MapReduce is 
not necessarily straightforward for 
the average developer. Cascading 
provides a higher level of abstraction 
for Hadoop, allowing developers to 
create complex jobs quickly, easily, 
and in several different languages 
that run in the JVM, including 
Ruby, Scala, Clojure, Jython, and 
so on. This lowers the skills barrier 
dramatically, enabling organizations 
to use Hadoop more broadly.

case study

Continuous analysis  
for continuous software  
improvement 
Evernote, the provider of popular 
personal organization and produc-
tivity applications, uses Hadoop as 
both an ETL and as an archive. The 
objective: To analyze gobs of events 
generated by users and use that in-
sight to optimize the software. The 
ParAccel analytic database is used to 
generate daily reports and real-time 
interactive queries. 

Since 2008, more than 36 million 
people have created Evernote ac-
counts, generating hundreds of tera-
bytes of data, including 1.2 billion 
“notes” and 2 billion attachments. 
Notes can be text, web pages, photos, 
voice memos, and so on, and they 
can be tagged, annotated, edited, 

sorted into folders, and manipulated 
in other ways. At last count, there 
were approximately 200 million 
events to analyze per day.

hitting the data volume wall. 
With the explosive growth of data, 
Evernote’s conventional data ware-
house powered by MySQL had 
reached its limits in speed, capacity, 
and flexibility. Every night, over a 
period of nine to 18 hours, a series 
of batch processes dumped incre-
ments of several operational data-
base tables combined with parsed 
structured event logs from the appli-
cation servers. 

After manual creation and tun-
ing, reports were then distributed by 
email. With a primary table of more 
than 40 billion rows, it was impracti-
cal to access more than a few days’ 
data at a time. The whole process 
took too long, was cumbersome to 
maintain, and could not store the 
whole history of data. So the team 
built a new analytic environment.

Evernote’s analytic architec-
ture. The Hadoop cluster includes 

six data vnodes with eight 500GB 
drives, for a total of 24TB of raw 
storage. Two eight-core processors 
and 64GB of RAM run 132 MapRe-
duce tasks across the cluster with 
more than 2GB of RAM for each 
task. In addition, Evernote runs a 
single Hadoop Job Tracker on a pair 
of servers for redundancy, along 
with one client node for running 
Hive and Hue, two key open source 
tools for Hadoop. 

The Hadoop cluster is accessed 
through Hive. Hue is a Web-based 
interface for Hadoop that includes 
a number of utilities, such as a file 
browser, a job tracker interface, a 
cluster health monitor, as well as an 
environment for building custom 
Hadoop applications.

A three-node ParAccel columnar 
analytic database handles queries 
over sets of derived tables. The 
nodes are SuperMicro boxes, each 
with dual L5630 quad-core proces-
sors, 192GB of RAM, 10Gbps net-
working, and a RAID5 array of sol-
id-state drives manually provisioned 
and configured with Red Hat Enter-
prise Linux.
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Evernote’s analytic environ-
ment in action. User activity data 
is captured via Hive and loaded into 
ParAccel every night, along with 
reference tables from the online 
production database. Using Hive, de-
rived tables are created that contain 
presliced information for optimal 
representations in common reports. 
For example, a country summary 
table contains just one row per coun-
try each day with a sum of the daily, 
weekly, and monthly active users as 
of that date. Now Hadoop handles 
the load and transform of hundreds 
of millions of records in two hours 
instead of the 10 or more hours that 
were once required.

The ParAccel database and its 
tables are tuned for quick aggrega-
tion of data, so Evernote can answer 
many types of questions much faster 
than using Hive alone. For example, 
it takes three seconds to see which 
versions of Evernote Windows were 
most widely used in Germany dur-
ing a particular week.

Now the team has a modern 
analytic environment with room to 
grow. Thanks to Hadoop, the team 

can process and archive unprece-
dented quantities of operational and 
log data. With ParAccel, Evernote 
can perform much more complex 
analyses of user trends with super-fast 
querying and a rich SQL interface.

case study

Modernizing an  
information services icon
With $4 billion in revenue and 
more than 15,000 employees, Ex-
perian is a leader in credit reporting 
and marketing services. The com-
pany has a long history of managing 
consumer data and providing it to 
marketers — data on who consum-
ers are, what they buy, how they’re 

connected, and how they interact. 
To cope with demand for real-time 

updates of consumer touchpoints, 
Experian moved from mainframes 
to a scale-out architecture of Hadoop 
and HBase. The company now aims 
to process 100 million records per 
hour, including geographic, demo-
graphic, and lifestyle data.

In the past, Experian’s mainframes 
batch-processed consumer data-
base updates on a monthly basis, 
and its clients applied those updates 
for campaign adjustments. Today’s 
consumers, however, leave digital 
“exhaust”: data detailing their pur-
chasing behaviors, online browsing 
patterns, email responses, and social 

media activity. Experian’s main-
frame systems were hitting their 
limits in being able to handle the 
phenomenal increase in data.

Experians’ marketer clients, the 
top retail companies in the world, 
also sought an integrated view of 
that data so they could respond in 
real time. They wanted to know, for 
example, if a particular customer in 
one store is the same customer now 
liking the company on Facebook or 
tweeting about it on Twitter.

To meet those new demands, Ex-
perian created its Cross-Channel 
Identity Resolution engine to main-
tain a repository of interconnected 
client touchpoints. About 30 criteria 
were identified as required for its 
underlying technology, most impor-
tantly batch and real-time process-
ing, as well as scalability.

Experian chose Hadoop for its 
real-time processing. HBase was 
attractive due to its redundancy and 
fault-tolerant architecture, optimized 
for large-scale distributed storage. 
With Hadoop and HBase, Experian 
has accelerated processing perfor-
mance by 50 times at a fraction of 

Experian now aims to process 
100 million records per hour, 
including geographic,  
demographic, and lifestyle data.



12Digital Spotlight | Big Data | WiNTER 2013 infoworld.com 12

BIG Data

   
   

 d
ig

iT
a

l
sp

o
tl

ig
h

t

the cost of the legacy environment. 
It believes the environment is the 
first data management platform to 
ingest data and link diverse informa-
tion together — postal addresses, 
social media IDs, email addresses, 
Web cookies, phone numbers, and 
so on — across the entire marketing 
ecosystem, and then assemble it into 
a format that pleases customers.

Now Experian clients have the 
most accurate, recent view of who 
their customers are across multiple 
channels, yielding informed interac-
tions and positive consumer experi-
ences. With relevant messages, con-
sumers welcome contact rather than 
feel that their time is being wasted.

case study 

twitter thrives on agile  
hadoop development
Twitter’s hundreds of millions of 
users share the latest news, ideas, 
and opinions with each other in real 
time, making the short-messaging 
service one of the Web’s most popu-
lar communication platforms. 

All that activity provides Twitter 
with a gold mine of real-time data. 

The Twitter analytics team has 
turned into a major Hadoop shop 
that analyzes petabytes of data from 
more than 175 million daily tweets, 
ad campaigns, and more. The goal 
of all this analysis is to improve Twit-
ter service for both end-users and 
advertisers.

A big challenge for Twitter was 
that, by default, programming for 
MapReduce requires special skills 
beyond Java chops. Developers 
need to rethink the way they code, 
which is a common criticism of 
Hadoop. Furthermore, the Twitter 
teams needed to be able to perform 
complex computations, machine 
learning, and linear algebra, none of 
which is necessarily intuitive to write 
in MapReduce for an average devel-
oper.

taming hadoop. Requiring sophis-
ticated statistical functions for any of 
their developers to easily implement, 
Twitter turned to the Cascading 

framework. Cascading provides a 
higher level of abstraction for Ha-
doop, allowing developers to create 
complex jobs quickly, easily, and in 
several different languages, includ-
ing Ruby, Scala, Clojure, and more. 
This has greatly diminished the 
MapReduce skills barrier for Twitter, 
enabling the company to use Ha-
doop more broadly.

Today, Cascading enables Twitter 
developers to create complex data 
processing workflows in their favor-
ite programming languages while 
easily scaling to handle petabytes of 
data. Twitter has signed a contributor 
agreement with Concurrent so that 
Twitter’s open source contributions 
are easily applied to the Cascading 
project.

three teams dive deep. Three 
Twitter teams are using Cascading 
in combination with programming 
languages. The revenue team uses 
Scala, the publisher analytics team 
uses Clojure, and the analytics team 
uses Jython.

The revenue team helps advertis-
ers determine which ads are most 

effective by analyzing the contents 
of ads, Twitter topics, and so on to 
help increase conversion rates. The 
publisher analytics team helps Web-
masters understand how Twitter 
users are engaging with information 
on brands, websites, and online in-
fluencers. Finally, the mission of the 
analytics team is to understand Twit-
ter user activity, including detailed 
and complex analysis of users follow-
ing other users or users who follow 
the same people.

In all these cases, Cascading 
shields developers from the underly-
ing complexity of writing, optimiz-
ing, and executing MapReduce jobs. 
It allows each team to deliver highly 
complex information and function-
ality needed by the business quickly 
and efficiently. The end result of all 
this amounts to important insights 
Twitter can use to continuously im-
prove its wildly popular service. n 

andrew lampitt is an independent  
consultant who writes InfoWorld’s Think 
Big Data blog. He can be reached at 
thinkbigdata@gmx.com

mailto:thinkbigdata@gmx.com


Four NoSQL database types  
offer alternate approaches,  

each uniquely suited to answer  
different big data challenges  

B y  a N d R E W  o l i v E R

or decades the relational model has 
dominated the database world. But with big 
data, applying the same old relational solu-
tions can become a major liability. 

Many companies have realized this the 
hard way and invested hundreds of thou-
sands, if not millions of dollars in scaling 

database server infrastructure or applying custom-
ized optimizations to existing relational database 
systems. But why invest so much time and money in 
solutions that may well become obsolete in a hurry? 
Why not implement permanent solutions? 

NoSQL databases offer such solutions, but the 
category is quite broad and encompasses a number 
of distinctly different technologies. Each addresses a 
specific set of issues that relational databases do not. 
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None provides a panacea to solve all 
database problems, so selecting the 
right NoSQL database is critical to 
determining the success or failure of 
your migration.

the case for NosQl
NoSQL databases today fall into 
one of four categories: key-value 
pair, column- family/Big Table, 
document, and graph.

With the first three NoSQL 
types, scalability is a big part of the 
value proposition — in particu-
lar, the ability to scale out rather 
than up. In other words, you can 
simply add commodity servers as 
needed to increase capacity and 
performance. By contrast, with a 
relational database, you need to 
upgrade a single, powerful database 
server, and when you grow to where 
you need to spread the database 
across multiple servers, things can 
get complicated and expensive 
quickly.

Another selling point is change 
management. Relational databases 
tend to start with carefully defined 
data models, and changing those 
models takes time and careful ad-
ministration. By offering simpler 
architectures, NoSQL databases 
make the on-the-fly changes de-
manded by fluctuating business 
demands much easier.

The simplest of the four basic 
NoSQL types is the key-value pair 
database, which lends itself to loose-
ly coupled datasets. With other data-
sets, the relationship to other items 
of data is as important as the items of 
data themselves — and graph data-
bases are the natural fit. Relational 
databases try to capture both of 
these in the same data model. They 
end up being overkill for data that 
can be effectively used as key-value 
pairs and underkill for data that 
needs more context. Overkill costs 
you scalability; underkill costs you 
performance.

Key-value pair  
databases
Key-value pair databases 
include Couchbase 
(prior to Version 2.0) 
and Apache Cassandra. 
These highly scalable 
databases harken back to 
the simple architecture of 
early mainframe file con-
trol systems: You have a 
unique identifier, the key 

value, that maps to an object, the con-
tents of which the database does not 
concern itself about.

Key-value pair databases are excep-
tionally fast and scale well when you 
have simple queries and a simple data 
model. They are not suitable for com-
plex datasets. If you have a complicated 
data model, complex queries, or re-
quirements to implement stored proce-
dures, you’re better off using a different 
kind of database. 

There are a number of types of key-
value pair databases, each of which 
has its own twist on storage and mem-
ory use. Ideal use cases for key-value 
data stores include stock quotes and 
similar lists.

1

http://www.infoworld.com/d/application-development/how-do-i-freaking-scale-oracle-212392
http://www.infoworld.com/d/application-development/how-do-i-freaking-scale-oracle-212392
http://www.infoworld.com/d/application-development/how-do-i-freaking-scale-oracle-212392
http://www.infoworld.com/d/data-center/couchbase-sqlite-launch-unified-nosql-query-language-168470
http://www.infoworld.com/d/data-explosion/no-sql-new-databases-new-applications-400?page=0,1#cassandra
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Column-family databases are also known as 
Big Table databases, a reference to the high-
performance Google data storage system of 
the same name. They differ from key-value 
stores mainly in one way: They offer some sort 

of grouping for key-value pairs. Cassandra and some other 
key-value stores support such groupings and can be consid-
ered column-family as well; some databases, such as HBase, 
were designed as column-family stores from the beginning. 

Column-family databases contain complex key-value pairs 
where a set of values can be associated with a key. Robin 
Schumacher, vice president of products for DataStax, which 
sells a certified version of Cassandra, says, “A popular use 
case for Cassandra is time-series data, which can come from 
devices, sensors, websites (Web logs), financial tick data, 
etc. The data typically comes in at a high rate of speed, can 
come from multiple locations at once, adds up quickly, and 
requires fast write capabilities as well as high-performance 
reads over time slices.”

As well as offering high scalability, columnar-family data-
bases offer tools to perform complex queries. But if the rela-
tionships among the data elements are as important as the 
data itself — such as distance or path calculations — a graph 
database would be a much better fit.

Document databases
Many developers think docu-
ment databases are the Holy 
Grail, because they fit neatly 
with object-oriented program-
ming. In fact, much of the buzz 
around NoSQL arises from 
document databases, particu-

larly MongoDB, Couchbase 2.0, and CouchDB.
From clustering to accessing data, document 

databases and key-value stores are exactly the same, 
except that in a document database, the database 
understands the nature of the object, which is 
stored as a JSON (JavaScript Object Notation) 
document. This helps support complicated data 
retrieval mechanisms, since the database indexes 
can be optimized at a deeper level.

As you might expect, the sweet spots for docu-
ment databases are systems that already use doc-
ument-style data. These databases have become 
quite popular as back ends for Web applications 
that capture data from users and social networks 
and store them in document form. With a docu-
ment database, you can query on anything, al-
though you will generally not achieve acceptable 
performance without an index.

2 Column-family/Big table databases 3

http://hbase.apache.org/
http://www.infoworld.com/d/data-management/flexing-nosql-mongodb-in-review-185922
http://www.infoworld.com/d/application-development/couchbase-20-means-war-209098
http://www.infoworld.com/d/data-explosion/no-sql-new-databases-new-applications-400?page=0,2#couchdb
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Choose your weapon
Relational databases have endured 
for a reason: Their capabilities can 
be employed to solve a huge range of 
problems. But as we enter the era of 
big data, building effective relational 
solutions frequently demands highly 
experienced database developers 
who know how to work with tightly 
coupled code — not to mention a big 
budget for bolt-on solutions to extend 
conventional database systems.

Particularly when we deal with Web 
applications that may need to scale all 
over the place, NoSQL databases offer 
attractive alternatives. Today’s data 
challenges are getting complicated. 
The scalability, performance, and vol-
ume needs are greater. To meet these 
challenges, we’re going to need more 
than one database technology. n

andrew oliver is president and founder 
of Open Software Integrators and writes 
InfoWorld’s Strategic Developer blog. He 
can be reached at acoliver@gmail.com

graph databases
Graph databases are less about the vol-
ume of data or its availability and more 
about how your data is related and what 
calculations you’re attempting to per-
form. Graph databases are useful when 
the data set is fundamentally intercon-
nected and non-tabular. 

The way graph databases access data is 
transactional; that is, they are capable of 

performing some operations on units of data that even 
relational databases can’t do. Common uses for graph 
databases include geospatial problems, recommenda-
tion engines, network/cloud analysis, and bioinformat-
ics.

Graph databases can also be especially useful for 
financial analysis. If you want to find out how vulner-
able a company is to a bit of “bad news” for another 
company, determining the closeness of the relationship 
can be a critical calculation. A graph database excels at 
this task. If you tried making the same calculation using 
several SQL statements, you’d end up with a lot of code 
and laggard performance.

You don’t need a graph database if your data is simple 
or tabular; a graph database is also a poor fit if you’re do-
ing OLAP or length analysis. Typically, graph databases 
are paired with an index to enable better search and 
lookup, but the graph part has to be traversed, and for 
that, you need a fix on some initial node.

4

mailto:acoliver@gmail.com
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A look ahead at the 
brave new world 
of sensors, from 
24/7 outpatient 
monitors to smart 
appliances, and 
how they will 
ultimately supply 
the “big” in  
big data 

B y  p E T E R  W ay N E R

The Internet    of things

hen’s the last 
time a meter reader 
stopped by your 
home? In many met-
ropolitan areas, that 

particular human activity has been 
replaced by smart meters that send 
streams of usage data back to utility 
companies. Analysis of electricity 
consumption data, for example, will 
be essential to the so-called smart 
grid, which promises far more  
efficient transmission of electricity  
to meet consumer and business  
demand.

W
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Welcome to the world where big 
data analysis meets the “Internet of 
things,” which covers an unbeliev-
able diversity of sensors that will soon 
increase the volume of data to be an-
alyzed by magnitudes. Electric and 
gas meters are just the first group of 
gadgets that are reporting rich data 
to a central computer. Cellphone 

telemetry provides another current 
example, soon to be followed by 
refrigerators, farm machinery, smart 
buildings, and just about anything 
worth measuring — together blast-
ing a fire hose of bits into the maws 
of number-crunching algorithms.

The first wave of big data analy-
sis began with Web data from the 

Internet companies. The log files, 
clickstreams, and purchase records 
from Internet firms provided a natu-
ral starting spot. The second wave of 
data is coming as our devices start to 
talk behind our backs.

Most gadgets and appliances have 
been embedded with processors 
capable of gathering data for a while 

now, they just lacked the ability to 
communicate. As those gizmos gain 
access to the Internet, companies are 
starting to think about how they can 
use those bits to make everyone’s life 
a little smoother and better. A quick 
look at the automotive, healthcare, 
and entertainment industries pro-
vides a preview of what’s in store. 

smarter vehicles
A few years ago, General Motors 
bragged about being one of the 
world’s largest computer companies, 
because each car comes with dozens 
of CPUs controlling everything from 
the engine to the brakes. Until re-
cently all that data stayed in the car.

That’s going to change rapidly 
as the cars begin to chatter. Soon 
they’ll be able to report everything 
about what they’re doing. The car 
companies can analyze that data 
to optimize the way engines run in 
various climates, and feed what they 
learn back to the car. They’ll also 
be able to design next year’s model 
knowing a lot more about how peo-
ple drive.

This data stream will turn into a 
flood when self-driving vehicles be-
come common. These cars, which 
are already being tested on real 
roads, will be able to swap informa-
tion about their paths. Car comput-
ers will talk like Indy drivers about 
the best way to take a turn and which 
road offers the smoothest ride for the 
passengers.

All that data will also make new 

businesses possible. Bus companies 
can analyze driving patterns and 
adjust routes based on riders’ habits. 
Other databases will be able to ar-
range car pools and even, if you like, 
enable you to rent your car while 
you’re working. All of this will upend 
our notion of what it means to buy a 
car — or even to get from point A to 
point B. 

DiY body maintenance
The annual physical may be a thing 
of the past. Doctors won’t become 
obsolete, but the arrival of deep, 
personal telemetry about our body 
will make it possible for doctors — or 
to be more precise, their computers 
— to watch us day and night. They’ll 

An unbelievable diversity  
of sensors will soon increase  
the volume of data to be  
analyzed by magnitudes.
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be able to track our blood chemistry, 
heart rate, and hundreds of other 
details.

Our smartvphones are already part 
of the mechanism that’s reporting 
information about us. Companies 
such as Nike are pioneering tools 
that track our workouts and file the 
numbers with a central database. 
The data stream from the treadmill 
at the gym can be correlated with 
the heart rate monitor to determine 
how fit we are on a particular day.

Obviously, that’s just one small 
step from reporting even more in-
formation. Diabetes patients can 
upload their blood sugar readings. 
Cameras can track the growth of 
moles. All of this will be fertile 
ground for smart algorithms — as 
well as privacy advocates — but 
there’s little question that abundant 
new data will lead to better treat-
ments as the medical conditions 
and the effectiveness of remedies are 
tracked in real time.

home automation
Sensors in the home will be an im-
portant source of data for consumer 

cost savings and for making our lives 
more enjoyable. 

The Nest thermostat, for instance, 
is designed to learn how warm or 
cool we want the house to be. It 
learns from the past and makes de-

cisions based on the day and time. 
This data can be integrated with 
weather forecasts to allow predictive 
algorithms to start heating or cooling 
the house long before the tempera-
ture itself acts as a trigger.

The kitchen is another corner of 
the house ripe for a revolution that 
will turn better data into tastier food. 
Many foods cook slightly differently 

when the humidity or air pressure 
rises and falls — and, of course, peo-
ple have wildly different ideas about 
just how to prepare food. Smart ov-
ens will learn how we like our food 
and compare notes with others to 

search for the right cooking times 
and temperatures. A pizza oven, for 
instance, will learn that its master 
likes a crust with a cracker-like snap 
and learn to produce it.

Entertainment convergence
Of all the household objects forging 
connections to the larger Internet, 
the TV may be the most advanced. 

Just a few years ago, the cable box 
was the lone gateway to video and 
the only source for couchfront en-
tertainment. Now it’s rapidly being 
eclipsed by the Internet.

More and more people are watch-
ing television on their tablet or lap-
top, and when they’re not, they’re of-
ten using DVD players with separate 
Internet connections. Sony, Sam-
sung, and the other major television 
companies all make boxes that can 
sidestep the cable box and get video 
from Netflix, Hulu, or other Internet 
sources.

This is not just about distribution; 
it’s also about producing a richer data 
stream. In the past, the companies 
computing the ratings had to guess 
who was watching what; from those 
simple numbers, advertisers had to 
decide just how much the eyeballs 
were worth. Today, the options for 
analyzing the viewing habits are 
exploding. Hulu, for instance, lets 
you choose which “ad experience” 
you would like. Others enable you to 
skip an ad after a few seconds, which 
provides one indicator of the effec-
tiveness of the message. 

Abundant new data will lead  
to better treatments as medical 
conditions and the effectiveness 
of remedies are tracked in  
real time.
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Devices in the living room are also 
starting to talk to each other. Dial up a 
movie using the Netflix app on an iPad, 
and if you also have a Google TV box 
linked to that account, you’ll be asked 
whether you want to watch it on the iPad 
or on the big screen. Netflix knows how 
much I watch and when I switch to a dif-
ferent video. 

All this information about who watches 
what and who likes which ads is incred-
ibly valuable to the providers. In the past, 
the networks would guess which shows 
were popular and why, but they had 
only one set of numbers to go by. Now 
they have an abundance of information 
they’re only beginning to learn how to 
digest.

As with medical sensor data, the poten-
tial privacy issues are profound. A tablet’s 
camera, for instance, can watch our pu-
pils and track what we’re watching on the 
screen. When you consider that many 
new TVs come with a camera and Skype 
built in, you have to wonder exactly when 
the “data collection” will be turned off.

intelligence everywhere?
The Internet of things is not limited by 
privacy obstacles alone. A whole lot hing-

es on the intelligence of those who create 
the algorithms. Yes, the potential exists 
to remake the world with the piles of data 
gathered from the Internet of things, but 
there’s also abundant potential to invent 
new ways to tell us what we already know.

Clothing companies, for instance, 
don’t need big data to learn that coats are 
popular in winter and swimsuits sell rath-
er well in the summer; however they may 
be surprised to discover that one color 
coat is more popular in some stores than 
others — and adjust inventory to match.

When the data stream from our gad-
gets arrives in a torrent, the possibilities 
for analysis will be immeasurably richer. 
Algorithms will work overtime with data 
that didn’t exist just a few years ago. Even 
some of the most basic insights from the 
second wave of digital data will be excit-
ing and new. When the Internet of things 
truly arrives, we’ll realize that the “big” in 
big data was premature. That exponential 
increase in quantity will result in a quali-
tatively different world. n

peter Wayner is a contributing editor for  
InfoWorld and a prolific reviewer of enter-
prise software. He can be reached at peter_
wayner@infoworld.com
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